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DEPARTMENT OF COMPUTER SCIENCE AND ENGINEERING 

CS2354  ADVANCED COMPUTER ARCHITECTURE 

 

UNIT - I 

2 Marks 

 

1.What is ILP 

ILP = Instruction level parallelism 

• multiple operations (or instructions) can be executed in parallel 

2.What are the needs of ILP 

• Sufficient resources 

• Parallel scheduling 

– Hardware solution 

– Software solution 

• Application should contain ILP 

3.What are the various hazards 

• Three types of hazards  

– Structural 

– Data dependence 

– Control dependence 

4.What is Dynamic scheduling? 

• Dynamic scheduling: hardware rearranges instruction execution to reduce stalls 

   Allow instructions behind stall to proceed 

5. What  are the advantages of dynamic scheduling 

• Handles cases when dependences unknown at compile time 

– e.g., because they may involve a memory reference 

• It simplifies the compiler 

• Allows code compiled for one machine to run efficiently on a different machine, with 

different number of function units (FUs), and different pipelining 

6. What is branch prediction. 

• High branch penalties in pipelined processors: 

– With on average 20% of the instructions being a branch, the maximum ILP is five 

• CPI = CPIbase + fbranch * fmisspredict * penalty 

– Large impact if: 

– Penalty high: long pipeline 

– CPIbase low: for multiple-issue processors 

7. What is speculation 

Hardware-based speculation follows the predicted flow of data values to 

choose when to execute instructions. This method of executing programs is 

essentially a data flow execution: Operations execute as soon as their operands 

are available. 

8. What is instruction commit? 

When an instruction is no longer speculative, we allow it to update the register file or 

memory;we call this additional step in the instruction execution sequence instruction 

commit. 

9. What is reorder buffer? 

instruction execution sequence requires an additional set of hardware buffers 
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that hold the results of instructions that have finished execution but have not 

committed. This hardware buffer, which we call the reorder buffer. 

10.What are the four steps involved in instruction execution. 

 Issue 

 Execute 

 Write result 

 Commit 

11. What is  principle of locality 

An implication of locality is that we can predict with reasonable 

accuracy what instructions and data a program will use in the near future 

based on its accesses in the recent past. The principle of locality also applies to 

data accesses, though not as strongly as to code accesses. 

12.What are the types of locality. 

Two different types of locality have been observed. Temporal locality states 

that recently accessed items are likely to be accessed in the near future. Spatial 

locality says that items whose addresses are near one another tend to be referenced close 

together in time. 

13.  How to calculate the value of CPI. 

The value of the CPI (cycles per instruction) for a pipelined processor is the sum of the base 

CPI and all contributions from stalls: Pipeline CPI = Ideal pipeline CPI+Structural 

stalls+Data hazard stalls + Control stalls 

14. What is ideal pipeline. 

The ideal pipeline CPI is a measure of the maximum performance attainable by the 

implementation. By reducing each of the terms of the right-hand side, we minimize the 

overall pipeline CPI or, alternatively, increase the IPC (instructions 

per clock). 

15. What is loop level Parallelism 

The simplest and most common way to increase the ILP is to exploit parallelism among 

iterations of a loop. This type of parallelism is often called loop-level Parallelism 

16. What are the types of data dependencies. 

There are three different types of dependences: data dependences (also called true data 

dependences),name dependences , and control dependences. 

17. What a re the va rious data haza rds. 

• RaW read after write 

• WaR write after read 

• WaW write after write 

18. What is RAW 

J tries to read a source before i writes it, so j incorrectly gets the old value. This hazard is 

the most common type and corresponds to a true data dependence. pogram order must be 

preserved to ensure hat j receives the value from i. 

19. What is WAW 

WAW (write after write)—j tries to write an operand before it is written by i.The writes end 

up being performed in the wrong order, leaving the value written by i rather than the value 

written by j in the destination. This hazard corresponds 

to an output dependence. WAW hazards are present only in pipelines that write in more than 

one pipe stage or allow an instruction to proceed even when a previous instruction is stalled. 

20. What is WAR. 
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WAR (write after read)—j tries to write a destination before it is read by i, so i incorrectly 

gets the new value. This hazard arises from an antidependence. WAR hazards cannot occur 

in most static issue pipelines—even deeper pipelines 

or floating-point pipelines—because all reads are early (in ID) and all writes are late (in 

WB). 

21.  What is control dependence? 

A control dependence determines the ordering of an instruction, i, with respect to a branch 

instruction so that the instruction i is executed in correct program order and only when it 

should be. Every instruction, except for those in the first basic block of the program, is 

control dependent on some set of branches, and, in general, these control dependences must 

be preserved to preserve program order. 

22. Write one of the simplest example for control dependence 

if p1 { 

S1; 

}; 

if p2 { 

S2; 

} 

23. What is loop unrolling? (May 2011) 

To control the various dependencies the loop is unrolled as many times as possible. 

16 marks 

 

1.What is meant by instruction level parallelism. Explain in detail. 

To keep a pipeline full, parallelism among instructions must be exploited by finding 

sequences of unrelated instructions that can be overlapped in the pipeline. To avoid a 

pipeline stall, a dependent instruction must be separated from the source instruction by a 

distance in clock cycles equal to the pipeline latency of that source instruction.   

 

Let us consider the following coding part: 

 

for (i=1000; i>0; i=i–1) 

x[i] = x[i] + s; 

 

The first step is to translate the above code segment to MIPS assembly language. In 

the following code segment, R1 is initially the address of the element in the array 

with the highest address, and F2 contains the scalar value s. Register R2 is precomputed, 

so that 8(R2) is the address of the last element to operate on. 

The straightforward MIPS code, not scheduled for the pipeline, looks like 

 

 

 

this: 

Loop: L.D F0,0(R1) ;  F0=array element 

ADD.D F4,F0,F2 ;  add scalar in F2 

S.D F4,0(R1) ;   store result 

DADDUI R1,R1,#-8 ;  decrement pointer 8 bytes  

BNE R1,R2,Loop ;  branch R1!=R2 
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A simple scheme for increasing the number of instructions relative to the branch and 

overhead instructions is loop unrolling. Unrolling simply replicates the loop body multiple 

times, adjusting the loop termination code. Loop unrolling can also be used to improve 

scheduling. 

 

The following is the unrolled and optimized MIPS code. 

Loop: L.D F0,0(R1) 

L.D F6,-8(R1) 

L.D F10,-16(R1) 

L.D F14,-24(R1) 

ADD.D F4,F0,F2 

ADD.D F8,F6,F2 

ADD.D F12,F10,F2 

ADD.D F16,F14,F2 

S.D F4,0(R1) 

S.D F8,-8(R1) 

DADDUI R1,R1,#-32 

S.D F12,16(R1) 

S.D F16,8(R1) 

BNE R1,R2,Loop 

The execution time of the unrolled loop has dropped to a total of 14 clock cycles. 

Overall points are: 

_ Determine that unrolling the loop would be useful by finding that the loop iterations 

were independent, except for the loop maintenance code. 

_ Use different registers to avoid unnecessary constraints that would be forced by using 

the same registers for different computations. 

_ Eliminate the extra test and branch instructions and adjust the loop termination and 

iteration code. 

_ Determine that the loads and stores in the unrolled loop can be interchanged by 

observing that the loads and stores from different iterations are independent. 

This transformation requires analyzing the memory addresses and finding that they do not 

refer to the same address. 

_ Schedule the code, preserving any dependences needed to yield the same result as the 

original code. 

 

 

   2. How to overcome data hazards with dynamic scheduling       

 

 

RAW hazards are avoided by executing an instruction only when its operands are available. 

WAR and WAW hazards, which arise from name dependences, are eliminated by register 

renaming. Register renaming eliminates these hazards by renaming all destination registers 

To better understand how register renaming eliminates WAR and WAW hazards, consider 

the following example code sequence that includes both a potential WAR and WAW hazard: 

 

DIV.D F0,F2,F4 

ADD.D F6,F0,F8 

S.D F6,0(R1) 
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SUB.D F8,F10,F14 

MUL.D F6,F10,F8 

 

These two name dependences can both be eliminated by register renaming. For simplicity, 

assume the existence of two temporary registers, S and T. Using S and T, the sequence can be 

rewritten without any dependences as : 

 

DIV.D F0,F2,F4 

ADD.D S,F0,F8 

S.D S,0(R1) 

SUB.D T,F10,F14 

MUL.D F6,F10,T 

In addition, any subsequent uses of F8 must be replaced by the register T. 

 

3. Explain about the various hazards? 

A hazard is created whenever there is a dependence between instructions, and they are close 

enough that the overlap during execution would change the order of access to the operand 

involved in the dependence. Because of the dependence, we must preserve what is called program 

order,that is, the order that the instructions would execute in if executed sequentially one at a time 

as determined by the original source program. The goal of both our software and hardware 

techniques is to exploit parallelism by preserving program order only where it affects the outcome 

of the program. Detecting and avoiding hazards ensures that necessary program 

order is preserved. 

Data hazards are classified as one of three types, depending on the order of read and write 

accesses in the instructions. By convention, the hazards are named by the ordering in the program 

that must be preserved by the pipeline. Consider two instructions I and j, with i 

Preceding j in program order. The possible data hazards are: 

RAW(read after write) 

J tries to read a source before i writes it, so j incorrectly gets the old value. This hazard is the 

most common type and corresponds to a true data dependence. Program order must be preserved 

to ensure that j receives the value from i. 

WAW (write after write)—j tries to write an operand before it is written by i. The writes end 

up being performed in the wrong order, leaving the value written by i rather than the value written  

 

 

4.  Explain about control hazards in detail ? (May 2011) 

Prefetch Target Instruction 

– Fetch instructions in both streams, branch not taken and branch taken 

– Both are saved until branch branch is executed. Then, select the right  

 instruction stream and discard the wrong stream 

Branch Target Buffer(BTB; Associative Memory) 

– Entry:  Addr of previously executed branches; Target instruction  

    and the next few instructions 

– When fetching an instruction, search BTB. 

– If found, fetch the instruction stream in BTB;  

– If not, new stream is fetched and update BTB                    

Loop Buffer(High Speed Register file) 

–  Storage of entire loop that allows to execute a loop without accessing memory 
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Branch Prediction 

– Guessing the branch condition, and fetch an instruction stream based on  

 the guess. Correct guess eliminates the branch penalty 

Delayed Branch 

– Compiler detects the branch and rearranges the instruction sequence  

 by inserting useful instructions that keep the pipeline busy  

 in the presence of a branch instruction 

  

Data Hazards 

A hazard is created whenever there is a dependence between instructions, and they 

are close enough that the overlap during execution would change the order of access to the 

operand involved in the dependence. Because of the dependence, we must preserve what is 

called program order,that is, the order that the instructions would execute in if executed 

sequentially one at a time as determined by the original source program. The goal of both 

our software and hardware techniques is to exploit parallelism by preserving program order 

only where it affects the outcome of the program. Detecting and avoiding hazards ensures 

that necessary program 

order is preserved. 

Data hazards are classified as one of three types, depending on the order of read and 

write accesses in the instructions. By convention, the hazards are named by the ordering in 

the program that must be preserved by the pipeline. Consider two instructions I and j, with i  

Preceding j in program order. The possible data hazards are: 

RAW(read after write) 

J tries to read a source before i writes it, so j incorrectly gets the old value. This 

hazard is the most common type and corresponds to a true data dependence. Program order 

must be preserved to ensure that j receives the value from i. 

WAW (write after write)—j tries to write an operand before it is written by i. The 

writes end up being performed in the wrong order, leaving the value written by i rather than 

the value written  

 

 

5.  Explain about dynamic branch prediction in detail ? 

Dynamic branch predicition: 

 

The simplest dynamic branch-prediction scheme is a branch-prediction buffer or branch 

history table. A branch-prediction buffer is a small memory indexed by the lower portion 

of the address of the branch instruction. The memory contains a bit that says whether the 

branch was recently taken or not. This scheme is the simplest sort of buffer. 

 

This buffer is effectively a cache where every access is a hit, and, as we will see, the 

performance of the buffer depends on both how often the prediction is for the branch of 

interest and how accurate the prediction is when it matches. Before we analyze the 

performance, it is useful to make a small, but important, improvement in the accuracy of 

the branch-prediction scheme. 

 

This simple 1-bit prediction scheme has a performance shortcoming: Even if a branch is 

almost always taken, we will likely predict incorrectly twice, rather than once, when it is 

not taken, since the misprediction causes the prediction bit to be flipped. To remedy this 
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weakness, 2-bit prediction schemes are often used. In a 2-bit scheme, a prediction must 

miss twice before it is changed.  

 

A branch-prediction buffer can be implemented as a small, special “cache” accessed with 

the instruction address during the IF pipe stage, or as a pair of bits attached to each block in 

the instruction cache and fetched with the instruction. If the instruction is decoded as a 

branch and if  

 

the branch is predicted as taken, fetching begins from the target as soon as the PC is 

known. Otherwise, sequential fetching and executing continue. 

 

  
 

 

 

 

6.  Explain dynamic scheduling using Tomasulo’s Approach( May 2011) 

  Tomusulo’s approach – Dynamic Scheduling 

 

RAW hazards are avoided by executing an instruction only when its operands are available. WAR 

and WAW hazards, which arise from name dependences, are eliminated by register renaming. 

Register renaming eliminates these hazards by renaming all destination registers 

To better understand how register renaming eliminates WAR and WAW hazards, consider the 

following example code sequence that includes both a potential WAR and WAW hazard: 

 

DIV.D F0,F2,F4 

ADD.D F6,F0,F8 

S.D F6,0(R1) 

SUB.D F8,F10,F14 

MUL.D F6,F10,F8 

 

These two name dependences can both be eliminated by register renaming. For simplicity, assume 

the existence of two temporary registers, S and T. Using S and T, the sequence can be rewritten 

without any dependences as : 
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DIV.D F0,F2,F4 

ADD.D S,F0,F8 

S.D S,0(R1) 

SUB.D T,F10,F14 

MUL.D F6,F10,T 

In addition, any subsequent uses of F8 must be replaced by the register T. 

 

In Tomasulo’s scheme, register renaming is provided by reservation stations,which buffer the 

operands of instructions waiting to issue. The basic idea is that a reservation station fetches and 

buffers an operand as soon as it is available, eliminating the need to get the operand from a 

register. The use of reservation stations, rather than a centralized register file, leads to two other 

important properties. First, hazard detection and execution control are distributed: The 

information held in the reservation stations at each functional unit determine when an instruction 

can begin execution at that unit. Second, results are passed directly to functional units from the 

reservation stations where they are buffered, rather than going through the registers. This 

bypassing is done with a common result bus that allows all units waiting for an operand to be 

loaded simultaneously (on the 360/91 this is called the common data bus, or CDB). In pipelines 

with multiple execution units and issuing multiple instructions per clock, more than one result bus 

will be needed. 

 

The various steps are : Issue, Execute and Write result. 

 

7) How is reorder buffer used in hardware based speculation? 

 

Hardware-based speculation combines three key ideas: dynamic branch prediction 

, speculation and dynamic scheduling. 

 

This is an extended version of tomasulo’s approach.- Reorder buffer is used – An additional step 

called Instruction Commit is done - The key idea behind implementing speculation is to allow 

instructions to execute out of order but to force them to commit in order and to prevent any 

irrevocable action (such as updating state or taking an exception) until an instruction commits.  

 

 

The reorder buffer (ROB) provides additional registers -The ROB holds the result of an 

instruction between the time the operation associated with the instruction completes and the time 

the instruction commits. Hence, the ROB is a source of operands for instructions, just as the 

reservation station 

The four steps involved are: 

Issue- Execute – Write Result – Commit 
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The above picture shows the basic structure of a FP unit using Tomasulo’s algorithm and 

extended to handle speculation. 

 

 

8.  Show how the following loop would look on MIPS, both scheduled and                  

unscheduled including  any stalls . 

  for(i=1000 ; i>0 ; i = i-1) 

   x[i] = x[i] + s ; 
 

Solution: 

 

Without any scheduling, the loop will execute as follows, taking 9 cycles: 

                          Clock cycle issued 

Loop: L.D F0,0(R1)              1 

Stall    2  

ADD.D F4,F0,F2  3 
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stall     4 

stall     5 

S.D F4,0(R1)   6 

DADDUI R1,R1,#-8   7 

Stall     8 

BNE R1,R2,Loop   9 

We can schedule the loop to obtain only two stalls and reduce the time to 7 

cycles: 

Loop: L.D F0,0(R1)              1 

DADDUI R1,R1,#-8   2 

ADD.D F4,F0,F2   3 

Stall     4 

Stall                                         5 

S.D F4,8(R1)                          6 

BNE R1,R2,Loop                   7 

 

The stalls after ADD.D are for use by the S.D. 

  

 

 

 

 

 

UNIT – II 

2Marks 

1.  What is the goal of multiple issue processors? 

The goal of the multiple-issue processors, is to allow multiple instructions to issue in a clock 

cycle. 

2. What are the types of multiple issue processors? 

a) Statically scheduled superscalar processors, 

b) VLIW (very long instruction word) processors, and 

c) Dynamically scheduled superscalar processors. 

3. How does superscalar processor vary from VLIW processor. 

The two types of superscalar processors issue varying numbers of instructions per clock and 

use in-order execution if they are statically scheduled or out-of order execution if they are 

dynamically scheduled. VLIW processors, in contrast, issue a fixed number of instructions 

formatted either as one large instruction or as a fixed instruction packet with the parallelism 

among instructions explicitly indicated by the instruction. VLIW processors are inherently 

statically scheduled by the compiler. 

4.  What is register renaming? 

Register renaming is a technique to eliminate anti- and output dependencies. Register 

renaming eliminates false dependencies. 

5. How can register renaming be implemented? 

Can be implemented 

– by the compiler 

• advantage: low cost 

• disadvantage: “old” codes perform poorly 

– in hardware 
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• advantage: binary compatibility 

• disadvantage: extra hardware needed 

6. What is the limitation of VLIW processors ? 

– Very smart compiler needed (but largely solved!) 

– Loop unrolling increases code size 

– Unfilled slots waste bits 

– Cache miss stalls whole pipeline 

7. How to avoid superscalar complexity? 

An alternative to avoid superscalar complexity is to use EPIC (explicit parallel instruction 

computer) 

8. How is EPIC a better alternative ? 

– Superscalar: expensive but binary compatible 

– VLIW: simple, but not compatible 

9.  Write about Itanium Instruction format 

Instructions grouped in 128-bit bundles 

• 3 * 41-bit instruction 

• 5 template bits, indicate type and stop location 

10.  What is control speculation ? 

Loads incur high latency 

– Need to schedule loads as early as possible 

– Two barriers – branches and stores 

Control speculation –  move loads above branches 

11. What is data speculation? 

It moves loads above potentially overlapping stores. 

12. What is Register Stack 

– Register stack is used to save/restore procedure contexts across calls 

– Stack area in memory to save/restore procedure context 

13. What is register stack engine ? 

Automatically saves/restores stack registers without software intervention 

– Avoids explicit spill/fill (Eliminates stack management overhead) 

– Provides the illusion of infinite physical registers 

RSE uses unused memory bandwidth (cycle stealing) to perform register spill and fill 

operations in the background 

14.  What is superscalar processor? 

Superscalar: multiple instructions issued per cycle 

– Statically scheduled 

– Dynamically scheduled 

15. What is VLIW ?( May 2011) 

– single instruction issue, but multiple operations per instruction 

16. What is SIMD / Vector ? 

- single instruction issue, single operation, but multiple data sets per operation  

17.  What is Multiple issue processor?(May 2011) 

Multiple-Issue Processors 

– Superscalar: varying no. instructions/cycle (0 to 8), scheduled by HW (dynamic 

issue capability) 

• IBM PowerPC, Sun UltraSparc, DEC Alpha, Pentium III/4, etc.  

VLIW (very long instr. word): fixed number of instructions (4-16) scheduled by the 

compiler (static issue capability) 
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• Intel Architecture-64 (IA-64, Itanium), TriMedia, TI C6x 

18. What are super pipelined processors 

• Anticipated success of multiple instructions led to  

Instructions Per Cycle (IPC) metric instead of CPI  

19. What is vector processing? 

Vector Processing: Explicit coding of independent loops as operations on large vectors of 

numbers 

– Multimedia instructions being added to many processors 

20. What are the advanced complier support techniques? 

o Loop-level parallelism 

• Software pipelining 

• Global scheduling (across basic blocks) 

21. What is software pipelining? 

Software pipelining is a related technique that that consumes less code space. It interleaves 

instructions from different iterations 

22. What is global code scheduling? 

Loop unrolling and software pipelining work well when there are no control statements (if 

statements) in the loop body  ie., if the loop is a single basic block. So if there are control 

statements then Global code scheduling is implemented scheduling/moving code across 

branches: larger scheduling scope 

16Marks 

1. Explain in detail about multiple issue processors. 

• Superscalar: multiple instructions issued per cycle 

– Statically scheduled 

– Dynamically scheduled (see previous lecture) 

 

• VLIW ? 

– single instruction issue, but multiple operations per instruction 

 

• SIMD / Vector ? 

– single instruction issue, single operation, but multiple data sets per operation 

– Superscalar: varying no. instructions/cycle (0 to 8), scheduled by HW (dynamic 

issue capability) 

 

• IBM PowerPC, Sun UltraSparc, DEC Alpha, Pentium III/4, etc. 

–  

VLIW (very long instr. word): fixed number of instructions (4-16) scheduled by 

the compiler (static issue capability) 

• Intel Architecture-64 (IA-64, Itanium), TriMedia, TI C6x 

 

• Superscalar HW too difficult to build => let compiler find independent instructions and 

pack them in one Very Long Instruction Word (VLIW) 

• Example: VLIW processor with 2 ld/st units, two FP units, one integer/branch unit, no 

branch delay 

      Although statically scheduled superscalars issue a varying rather than a fixed number of 

instructions per clock, they are actually closer in concept to VLIWs, since both approaches 

rely on the compiler to schedule code for the processor. Because of the diminishing 
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advantages of a statically scheduled superscalar as the issue width grows, statically scheduled 

superscalars are used primarily for narrow issue widths, normally just two instructions. 

 

2. Explain in detail about the various advanced compiler support techniques. 

A. 

  There are 4 methods: 

-Hardware and OS ignores exception. 

-Speculative instructions that never has exceptions are used- checks are used. 

-Status bits called Poison bits are used. 

-Hardware buffers the instr. Results until its no longer speculative. 

Eg:  

     If(a==0) a=b; else a=a+4; 

 

The MIPS assembly code for the above segment is: 

 

LD R1,0(R3) 

BNEZ R1,L1 

LD R1,0(R2) 

J L2 

DADDI R1,R1, #4 

SD R1,0(R3) 

 

We assume that the then clause is always executed. So we speculate the then clause 

and the MIPS coding will be as follows: 

LD R1,0(R3) 

LD R14,0(R3) 

BEQZ R1,L3 

DADDI R14,R1, #4 

            L3:  SD R14,0(R3) 

 

We introduce a speculation check and speculative instruction. 

 

LD R1,0(R3) 

sLD R14,0(R3) 

BNEZ R1,L1 

SPECCK 0(R2) 

J L2 

            L1: DADDI R14,R1, #4 

            L2:  SD R14,0(R3) 

• Loop unrolling and software pipelining work well when there are no control statements (if 

statements) in the loop body -> loop is a single basic block 

• Global code scheduling: scheduling/moving code across branches: larger scheduling scope 

When can the assignments 

3. Explain in detail about VLIW processor and the limitations of VLIW processor. 

A. 

 

VLIW: 

 Very smart compiler needed (but largely solved!) 
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 Loop unrolling increases code size 

 Unfilled slots waste bits 

 Cache miss stalls whole pipeline 

 Binary incompatibility (not EPIC) 

– VLIW (very long instr. word): fixed number of instructions (4-16) scheduled by 

the compiler (static issue capability) 

• Intel Architecture-64 (IA-64, Itanium), TriMedia, TI C6x 

 

• Superscalar HW too difficult to build => let compiler find independent instructions and 

pack them in one Very Long Instruction Word (VLIW) 

• Example: VLIW processor with 2 ld/st units, two FP units, one integer/branch unit, no 

branch delay 

Ld/st  1  Ld/st 2   FP 1    FP 2  Int 

LD F0,0(R1)  LD F6,8(R1) 

LD F10,16(R1) LD F14,24(R1) 

LD F18,32(R1)     LD F22,40(R1) ADDD F4,F0,F2 ADDD F8,F6,F2 

LD F26,48(R1)    ADDD F12,F10,F2  ADDD F16,F14,F2 

      ADD  F20,F18,F2 ADD  F24,F22,F2 

SD 0(R1),F4  SD 8(R1),F8  ADDD F28,F26,F2 

SD 16(R1),F12 SD 24(R1),F16 

SD 32(R1),F20   SD 40(R1),F24    ADDI R1,R1,56 

SD –8(R1),F28         BNE R1,R2,L 

 

VLIW advantages: 

• Much simpler to build. Potentially faster 

VLIW disadvantages and proposed solutions: 

• Binary code incompatibility 

– Object code translation or emulation 

– Less strict approach (EPIC, IA-64, Itanium) 

• Increase in code size, unfilled slots are wasted bits 

– Use clever encodings, only one immediate field 

– Compress instructions in memory and decode them when they are fetched, or when 

put in L1 cache 

• Lockstep operation: if the operation in one instruction slot stalls, the entire processor is 

stalled 

 

 

4. Explain in detail about the hardware support for exposing parallelism. 

 

A. 

   Hardware support for preserving exception behaviour: 

There are 4 methods: 

-Hardware and OS ignores exception. 

-Speculative instructions that never has exceptions are used- checks are used. 

-Status bits called Poison bits are used. 

-Hardware buffers the instr. Results until its no longer speculative. 

Eg:  

     If(a==0) a=b; else a=a+4; 
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The MIPS assembly code for the above segment is: 

 

LD R1,0(R3) 

BNEZ R1,L1 

LD R1,0(R2) 

J L2 

DADDI R1,R1, #4 

SD R1,0(R3) 

 

We assume that the then clause is always executed. So we speculate the then clause 

and the MIPS coding will be as follows: 

LD R1,0(R3) 

LD R14,0(R3) 

BEQZ R1,L3 

DADDI R14,R1, #4 

            L3:  SD R14,0(R3) 

 

We introduce a speculation check and speculative instruction. 

 

LD R1,0(R3) 

sLD R14,0(R3) 

BNEZ R1,L1 

SPECCK 0(R2) 

J L2 

            L1: DADDI R14,R1, #4 

            L2:  SD R14,0(R3) 

• Loop unrolling and software pipelining work well when there are no control statements (if 

statements) in the loop body -> loop is a single basic block 

• Global code scheduling: scheduling/moving code across branches: larger scheduling scope 

• When can the assignments to B and C be moved before the test? 
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Trace scheduling: 

 

• Find the most likely sequence of basic blocks that will be executed consecutively (trace 

selection) 

 

• Optimize the trace as much as possible (trace compaction) 

– move operations as early as possible in the trace 

– pack the operations in as few VLIW instructions as possible 

– additional bookkeeping code may be necessary on exit points of the trace 

 

 

5. Explain in detail about compiler speculation with hardware support. 

 

 Hardware support for preserving exception behaviour: 

There are 4 methods: 

-Hardware and OS ignores exception. 

-Speculative instructions that never has exceptions are used- checks are used. 

-Status bits called Poison bits are used. 

-Hardware buffers the instr. Results until its no longer speculative. 

Eg:  

     If(a==0) a=b; else a=a+4; 

 

The MIPS assembly code for the above segment is: 

 

LD R1,0(R3) 

BNEZ R1,L1 

LD R1,0(R2) 

J L2 

DADDI R1,R1, #4 

SD R1,0(R3) 

 

We assume that the then clause is always executed. So we speculate the then clause 

and the MIPS coding will be as follows: 
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LD R1,0(R3) 

LD R14,0(R3) 

BEQZ R1,L3 

DADDI R14,R1, #4 

            L3:  SD R14,0(R3) 

 

We introduce a speculation check and speculative instruction. 

 

LD R1,0(R3) 

sLD R14,0(R3) 

BNEZ R1,L1 

SPECCK 0(R2) 

J L2 

            L1: DADDI R14,R1, #4 

            L2:  SD R14,0(R3) 

 

 

6. Explain in detail to detect and enhance loop level parallelism? 

A. 

  Detection and enhancement of loop level parallelism .     

 

• Loop-carried dependence: a statement executed in a certain iteration is dependent on a 

statement executed in an earlier iteration 

• If there is no loop-carried dependence, then its iterations can be executed in parallel 

 

for (i=1; i<=100; i++){ 

   A[i+1] = A[i]+C[i];   /* S1 */ 

   B[i+1] = B[i]+A[i+1]; /* S2 */ 

} 

A loop is parallel  the corresponding dependence graph 

does not contain a cycle 

 

• Is there a dependence in the following loop? 

for (i=1; i<=100; i++) 

   

 A[2*i+3] = A[2*i] + 5.0; 

 

• Affine expression: an expression of the form a*i + b  

(a, b constants, i loop index variable) 

• Does the following equation have a solution? 

a*i + b = c*j + d 

• GCD test: if there is a solution, then GCD(a,c) must divide d-b 

 

Note: Because the GCD test does not take the loop bounds into account, there are cases where the 

GCD test says “yes, there is a solution” while in reality there isn’t 

 

7. Explain in detail about IA64 
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                     IA -64  

Various components are: 

I28 64 bit general purpose registers 

128 82 bit floating point register 

64 1bit predicate register 

8 64bit branch register 

Various registers for system control, memory mapping and for communication with OS 

Various registers for system control, memory mapping and for communication with OS 

Special register called as current frame pointer (CFM) is used. 

 

---Frame has 2 areas: Local area and Output area. 

---Local area –used for local storage. 

---Output area—used to pass value to any called procedure 

---To specify the size alloc instruction is used. 

---On a procedure call the CFM pointer is updated. 

---This update enables the parameters of the caller to be passed to the callee. 

---Callee executes the alloc instruction to allocate local and output registers. 

---Special hardware  Register stack engine handles overflow of register stack. 

---There are 3 other registers in addition to integer registers: 

a. Floating point register – used for floating point values. 

b. Predicate register – to hold predicates. 

c. Branch registers – It is used to hold branch destination address. 

             ---There are various units 

d. I unit  -- A- Integer ALU  I – Non integer ALU  

e. M unit—M- Memory access  I – integer ALU  

f. B unit – loop branches 

g. L+X – extended version – to specify stop and no operation. 

--- Instructions that are independent are arranged as a Bundle. 

--- A Bundle is 128 bits wide. 

--- It has 3 instruciton slots that are 41 bits wide. 

---The remaining 5 bits is for template. 

---There are 30 different combinations of all the units to compose a template. 

---An example has to be illustrated with the appropriated template combination. 

8. Explain in detail about Software pipelining. 

 

• Software pipelining is a related technique that that consumes less code space. It 

interleaves instructions from different iterations 

– instructions in one iteration are often dependent on each other 

 

L: l.d f0,0(r1)   # load M[i] 

  add.d f4,f0,f2  # compute M[i] 

  s.d f4,0(r1)  # store M[i] 

  addi r1,r1,-8  # i = i-1 

  bne r1,r2,L 

• Software pipelined loop: 

L: s.d f4,16(r1)   # store M[i] 

  add.d f4,f0,f2  # compute M[i-1] 

  l.d f0,0(r1)  # load M[i-2] 
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  addi r1,r1,-8 

  bne r1,r2,L 

 

 

 

 

UNIT-III 

1. What is write serialization? 

Serializing the writes ensures that every processor will see the write done 

the case that some processor could see the write of P2 first and then see the write of P1, 

maintaining the value written by P1 indefinitely. The simplest way to avoid such difficulties 

is to ensure that all writes to the same location are seen in the same order; this property is 

called write serialization. 

2.     What is snoop cache and write through cache?(may 2011) 

Every cache that has a copy of the data from a block of physical memory also has a copy of 

the sharing status of the block, but no centralized state is kept. The caches are all accessible 

via some broadcast medium (a bus or switch), and all cache controllers monitor or Snoop on 

the medium to determine whether or not they have a copy of a block that is requested on a 

bus or switch access. We focus on this approach in this section. 

3. What is symmetric shared memory ? 

Symmetric shared-memory machines usually support the caching of both shared and private 

data. 

4.  What is private data and shared data? 

Private data are used by a single processor, while shared data are used by multiple 

processors, essentially providing communication among the processors through reads and 

writes of the shared data. 

5.  What happens when a private and shared item is cached? 

When a private item is cached, its location is migrated to the cache, reducing the average 

access time as well as the memory bandwidth required. Since no other processor uses the 

data, the program behavior is identical to that in a uniprocessor. 

6. What is cache coherence? 

When shared data are cached, the shared value may be replicated in multiple caches. In 

addition to the reduction in access latency and required memory bandwidth, this replication 

also provides a reduction in contention that may exist for shared data items that are being 

read by multiple processors simultaneously. Caching of shared data, however, introduces a 

new problem. This problem is called as cache coherence. 

7. What Is Multiprocessor Cache Coherence? 

Unfortunately, caching shared data introduces a new problem because the view of 

memory held by two different processors is through their individual caches, which, without 

any additional precautions, could end up seeing two different values. Two different 

processors can have two different values for the same location. This difficulty is generally  

referred to as the cache coherence problem. 

8. What is meant by coherence? 

Informally, we could say that a memory system is coherent if any read of a 

data item returns the most recently written value of that data item. This aspect, is called 

coherence, which defines what values can be returned by a read. 

9. What is meant by consistency? 

The aspect, called consistency, determines when a written value will be returned by a read. 
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10. What are the schemes provided by coherent multiprocessor? 

In a coherent multiprocessor, the caches provide both migration and replication 

of shared data items. 

11. The overall cache performance is based on what attributes? 

The overall cache performance is a combination of the behavior of uniprocessor cache miss 

traffic and the traffic caused by communication, which results in invalidations and 

subsequent cache misses. 

12. What are types of coherence misses? 

Similarly, the misses that arise from interprocessor communication, which are often called 

coherence misses, can be broken into two separate sources. The first source is called as true 

sharing misses and the second source is called as false sharing misses. 

13. What is true sharing miss? 

The first source is the so-called true sharing misses that arise from the communication of 

data through the cache coherence mechanism. In an invalidation based protocol, the first 

write by a processor to a shared cache block causes an invalidation to establish ownership of 

that block. Additionally, when another processor attempts to read a modified word in that 

cache block, a miss occurs and the resultant block is transferred. Both these misses are 

classified as true sharing misses since they directly arise from the sharing of data among 

processors. 

14. What is false sharing miss? 

False sharing , arises from the use of invalidation based coherence algorithm with a single 

valid bit per cache block. False sharing occurs when a block is invalidated (and a subsequent 

reference causes a miss) because some word in the block, other than the one being read, is 

written into. If, however, the word being written and the word read are different and the 

invalidation does not cause a new value to be communicated, but only causes an extra cache 

miss, then it is a false sharing miss. In a false sharing miss, the block is shared, but no word 

in the cache is actually shared, and the miss would not occur if the block size were a single 

word. 

15. How can memory bandwidth be increased? 

We can increase the memory bandwidth and interconnection bandwidth by 

distributing the memory, this immediately separates local memory traffic from remote 

memory traffic, reducing the bandwidth demands on the memory system and on the 

interconnection network. 

16. What are the advantages of having a distributed memory? 

Distributing the memory among the nodes has two major benefits. First, it is a 

cost-effective way to scale the memory bandwidth if most of the accesses are to 

the local memory in the node. Second, it reduces the latency for accesses to the 

local memory. 

   17.What is the disadvantage of having a distributed memory? 

The key disadvantages for a distributed memory architecture are that communicating data 

between processors becomes somewhat more complex, and that it requires more effort in the 

software to take advantage of the increased memory bandwidth afforded by distributed 

memories. 

18.What is TLP? 

This higher-level parallelism is called thread-level parallelism (TLP) because 

it is logically structured as separate threads of execution. 

19.What is a Thread? 
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A thread is a separate process with its own instructions and data. A thread may represent a 

process that is part of a parallel program consisting of multiple processes, or it may 

represent an independent program on its own. 

20.What are the states that a thread contains? 

Each thread has all the state (instructions, data, PC, register state, and so on) necessary to 

allow it to execute. Unlike instruction-level parallelism, which exploits implicit parallel 

operations within a loop or straight-line code segment, thread-level parallelism is explicitly 

represented by the use of multiple threads of execution that are inherently parallel. 

21.What is multithreading?(May 2011) 

Multithreading allows multiple threads to share the functional units of a single 

processor in an overlapping fashion. To permit this sharing, the processor must duplicate the 

independent state of each thread. 

22.What are the two main approaches to multithreading? 

The two main approaches to multithreading are 

Fine grained multithreading 

Coarse-grained multithreading 

23.How is Fine grained multithreading done?( May 2011) 

Fine-grained multithreading switches between threads on each instruction, causing the 

execution of multiple threads to be interleaved. This interleaving is often done in a round-

robin fashion, skipping any threads that are stalled at that time. 

24.What is the advantage of Fine grained multithreading? 

The advantage of fine-grained multithreading is that it can hide the throughput losses that 

arise from both short and long stalls, since instructions from other threads can be executed 

when one thread stalls. 

25.What is the disadvantage of Fine grained multithreading? 

The disadvantage of fine-grained multithreading is that it slows down the execution of the 

individual threads, since a thread that is ready to execute without stalls will be delayed by 

instructions from other threads. 

26.What is Coarse-grained multithreading ? 

Coarse-grained multithreading switches threads only on costly stalls, such as level 2 cache 

misses. This change relieves the need to have thread switching be essentially free and is 

much less likely to slow the processor down, since  instructions from other threads will only 

be issued when a thread encounters 

a costly stall. 

27. What is the disadvantage of Coarse-grained multithreading ? 

It is limited in its ability to overcome throughput losses, especially from shorter stalls.This 

limitation arises from the pipeline start-up costs of coarse-grain multithreading. 

16marks 

1. Explain in detail about Symmetric Shared-Memory Architectures. 

A. 

  Symmetric Shared-Memory Architectures 

 

 

 Informally, we could say that a memory system is coherent if any read of a data item returns    

the most recently written value of that data item. This definition, although intuitively appealing, is 

vague and simplistic; the reality is much more complex. This simple definition contains two 

different aspects of memory system behavior, both of which are critical to writing correct shared-

memory programs. The first aspect, called coherence, defines what values can be returned by a 
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read. The second aspect, called consistency, determines when a written value will be returned by a 

read. Let’s look at coherence first. 

A memory system is coherent if: 

1. A read by a processor P to a location X that follows a write by P to X, with no writes of X by 

another processor occurring between the write and the read by P, always returns the value written 

by P. 

2. A read by a processor to location X that follows a write by another processor to X returns the 

written value if the read and write are sufficiently separated in time and no other writes to X occur 

between the two accesses. 

3. Writes to the same location are serialized; that is, two writes to the same location by any two 

processors are seen in the same order by all processors. 

Basic schemes for enforcing coherence- migration – replication- The protocols to maintain 

coherence for multiple processors are called cache coherence protocols – Two classes of protocols 

– Directory based – Snooping protocol. 

 

One method is to ensure that a processor has exclusive access to a data item before it writes that 

item. This style of protocol is called a write invalidate protocol because it invalidates other copies 

on a write. The alternative to an invalidate protocol is to update all the cached copies of a 

Data item when that item is written. This type of protocol is called a write update or writes 

broadcast protocol. Because a write update protocol must broadcast all writes to shared cache 

lines, it consumes considerably more bandwidth. Basic implementation technique – An example 

protocol with state transition diagram. 

 

 

Snooping protocols  

    

Basic schemes for enforcing coherence- migration – replication- The protocols to maintain 

coherence for multiple processors are called cache coherence protocols – Two classes of protocols 

– Directory based – Snooping protocol. 

 

One method is to ensure that a processor has exclusive access to a data item before it writes that 

item. This style of protocol is called a write invalidate protocol because it invalidates other copies 

on a write. The alternative to an invalidate protocol is to update all the cached copies of a 

Data item when that item is written. This type of protocol is called a write update or writes 

broadcast protocol. Because a write update protocol must broadcast all writes to shared cache 

lines, it consumes considerably more bandwidth. Basic implementation technique – An example 

protocol with state transition diagram. 

 

Directory based protocol 

   

The alternative to a snoop-based coherence protocol is a directory protocol. A directory keeps the 

state of every block that may be cached. Information in the directory includes which caches have 

copies of the block, whether it is dirty, and so on. A directory protocol also can be used to 

reduce the bandwidth demands in a centralized shared-memory machine      

 

 Shared—One or more processors have the block cached, and the value in 

memory is up to date (as well as in all the caches). 

 Uncached—No processor has a copy of the cache block. 
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Modified—exactly one processor has a copy of the cache block, and it has written the block, so 

the memory copy is out of date. The processor is called the owner of the block.     

 

 

2. Explain about multiprocessor cache coherence. 

A. 

     Multiprocessor cache coherence problem 

 

A memory system is coherent if 

1. A read by a processor P to a location X that follows a write by P to X, with no writes of X by 

another processor occurring between the write and the read by P, always returns the value written 

by P. 

2. A read by a processor to location X that follows a write by another processor to X returns the 

written value if the read and write are sufficiently separated in time and no other writes to X occur 

between the two accesses. 

3. Writes to the same location are serialized; that is, two writes to the same location by any two 

processors are seen in the same order by all processors. For example, if the values 1 and then 2 

are written to a location, processors can never read the value of the location as 2 and then later 

read it as 1. 

The first property simply preserves program order—we expect this property to be true even in 

uniprocessors. The second property defines the notion of what it means to have a coherent view of 

memory: If a processor could continuously read an old data value, we would clearly say that 

memory was incoherent. The need for write serialization is more subtle, but equally important. 

Suppose we did not serialize writes, and processor P1 writes location X followed by P2 writing 

location X. Serializing the writes ensures that every processor will see the write done by P2 a t 

some point. If we did not serialize the writes, it might be the case that some processor could see 

the write of P2 first and then see the write of P1, maintaining the value written by P1 indefinitely. 

The simplest way to avoid such difficulties is to ensure that all writes to the same location are 

seen in the same order; this property is called write serialization. 

Migration – replication – Protocols – snooping protocol – directory protocol. 

. 

  

 

3. Explain in detail about snooping protocols. 

A. 

  Snooping protocols  

    

Basic schemes for enforcing coherence- migration – replication- The protocols to maintain 

coherence for multiple processors are called cache coherence protocols – Two classes of protocols 

– Directory based – Snooping protocol. 

 

One method is to ensure that a processor has exclusive access to a data item before it writes that 

item. This style of protocol is called a write invalidate protocol because it invalidates other copies 

on a write. The alternative to an invalidate protocol is to update all the cached copies of a 

Data item when that item is written. This type of protocol is called a write update or writes 

broadcast protocol. Because a write update protocol must broadcast all writes to shared cache 

lines, it consumes considerably more bandwidth. Basic implementation technique – An example 

protocol with state transition diagram. 
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4. Explain the performance of symmetric shared memory multiprocessors 

A. 

  Performance of symmetric shared memory  multiprocessors.   

      

Level 1 instruction cache—32 KB, two-way set associative with a 64-byte 

block, 1 clock cycle hit time. 

_ Level 1 data cache—32 KB, two-way set associative with a 32-byte block, 1 

clock cycle hit time. We vary the L1 data cache to examine its effect on cache 

behavior. 

_ Level 2 cache—1 MB unified, two-way set associative with a 128-byte block, 

hit time 10 clock cycles. 

_ Main memory—Single memory on a bus with an access time of 100 clock  

cycles. 

_ Disk system—Fixed-access latency of 3 ms (less than normal to reduce idle 

time). 

using the parameters just listed.  

Execution time is broken into four 

components: 

1. Idle—Execution in the kernel mode idle loop 

2. User—Execution in user code 

3. Synchronization—Execution or waiting for synchronization variables 

4. Kernel—Execution in the OS that is neither idle nor in synchronization 

 

      

 

5. Explain about Directory-Based Cache Coherence Protocols.(May2011) 

A. Directory based protocol 

   

The alternative to a snoop-based coherence protocol is a directory protocol. A directory keeps the 

state of every block that may be cached. Information in the directory includes which caches have 

copies of the block, whether it is dirty, and so on. A directory protocol also can be used to 

reduce the bandwidth demands in a centralized shared-memory machine      

 

 Shared—One or more processors have the block cached, and the value in 

memory is up to date (as well as in all the caches). 

 Uncached—No processor has a copy of the cache block. 

Modified—exactly one processor has a copy of the cache block, and it has written the block, so 

the memory copy is out of date. The processor is called the owner of the block.     

 

 

6. Explain about the models of memory consistency. 

A. Models of memory consistency.  

 

     

The most straightforward model for memory consistency is called sequential consistency. 

Sequential consistency requires that the result of any execution be the same as if the memory 
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accesses executed by each processor were kept in order and the accesses among different 

processors were arbitrarily interleaved. The simplest way to implement sequential consistency is 

to require a processor to delay the completion of any memory access until all the invalidations 

caused by that access are completed. Of course, it is equally effective to delay the next memory 

access until the previous one is completed. Remember that memory consistency involves 

operations among different variables: the two accesses that must be ordered are actually to 

different memory locations. In our example, we must delay the read of A or B (A == 0 or B == 0) 

until the previous write has completed (B = 1 or A = 1). Under sequential consistency, we cannot, 

for example, simply place the write in a write buffer and continue with the read. We specify the 

orderings by a set of rules of the form X→Y, meaning that operation X must complete before 

operation Y is done. Sequential consistency requires maintaining all four possible orderings: 

R→W, R→R, W→R, and W→W. The relaxed models are defined by which of these four sets of 

orderings they relax: 

1. Relaxing the W→R ordering yields a model known as total store ordering or processor 

consistency. Because this ordering retains ordering among writes, many programs that operate 

under sequential consistency operate under this model, without additional synchronization. 

 

2. Relaxing the W→W ordering yields a model known as partial store order. 

 

3. Relaxing the R→W and R→R orderings yields a variety of models including weak ordering, 

the PowerPC consistency model, and release consistency, depending on the details of the ordering 

restrictions and how synchronization operations enforce ordering. 

 

 

7. Explain in detail about distributed memory architectures. 

A. 

  Distributed shared memory architecture.  

  

Directory-Based Cache Coherence Protocols: The Basics Just as with a snooping protocol, there 

are two primary operations that a directory protocol must implement: handling a read miss and 

handling a write to a shared, clean cache block. (Handling a write miss to a block that is currently 

shared is a simple combination of these two.) To implement these operations, a directory 

must track the state of each cache block. In a simple protocol, these states could be the following:  

_ Shared—One or more processors have the block cached, and the value in memory is up to date 

(as well as in all the caches). 

_ Uncached—No processor has a copy of the cache block. 

_ Modified—Exactly one processor has a copy of the cache block, and it has written the block, so 

the memory copy is out of date. The processor is called the owner of the block. 

The local node is the node where a request originates. The home node is the node where the 

memory location and the directory entry of an address reside. The physical address space is 

statically distributed, so the node that contains the memory and directory for a given physical 

address is known.The local node may also be the home node. The directory must be accessed 

when the home node is the local node, since copies may exist in yet a third node, called a remote 

node. 

A remote node is the node that has a copy of a cache block, whether exclusive (in which case it is 

the only copy) or shared. A remote node may be the same as either the local node or the home 

node. 
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        8. What is meant by centralized shared memory architecture? (May2011) 

 

A. 

 Informally, we could say that a memory system is coherent if any read of a data item 

returns    the most recently written value of that data item. This definition, although intuitively 

appealing, is vague and simplistic; the reality is much more complex. This simple definition 

contains two different aspects of memory system behavior, both of which are critical to writing 

correct shared-memory programs. The first aspect, called coherence, defines what values can be 

returned by a read. The second aspect, called consistency, determines when a written value will be 

returned by a read. Let’s look at coherence first. 

A memory system is coherent if: 

1. A read by a processor P to a location X that follows a write by P to X, with no writes of X by 

another processor occurring between the write and the read by P, always returns the value written 

by P. 

2. A read by a processor to location X that follows a write by another processor to X returns the 

written value if the read and write are sufficiently separated in time and no other writes to X occur 

between the two accesses. 

3. Writes to the same location are serialized; that is, two writes to the same location by any two 

processors are seen in the same order by all processors. 

Basic schemes for enforcing coherence- migration – replication- The protocols to maintain 

coherence for multiple processors are called cache coherence protocols – Two classes of protocols 

– Directory based – Snooping protocol. 

 

One method is to ensure that a processor has exclusive access to a data item before it writes that 

item. This style of protocol is called a write invalidate protocol because it invalidates other copies 

on a write. The alternative to an invalidate protocol is to update all the cached copies of a 

Data item when that item is written. This type of protocol is called a write update or writes 

broadcast protocol. Because a write update protocol must broadcast all writes to shared cache 

lines, it consumes considerably more bandwidth. Basic implementation technique – An example 

protocol with state transition diagram. 

 

9. Explain in detail about synchronization.  

 

Atomic exchange 

Test and Set 

Fetch and increment 

try: MOV R3,R4 ; mov exchange value 

LL R2,0(R1) ;  load linked 

SC R3,0(R1) ;  store conditional 

BEQZ R3,try ;  branch store fails 

MOV R4,R2 ;  put load value in R4 

 

At the end of this sequence the contents of R4 and the memory location specified by R1 have 

been atomically exchanged (ignoring any effect from delayed branches). Any time a processor 

intervenes and modifies the value in memory between the LL and SC instructions, the SC returns 

0 in R3, causing the code sequence to try again.  
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An advantage of the load linked/store conditional mechanism is that it can be used to build other 

synchronization primitives. For example, here is an atomic fetch-and-increment: 

 

try: LL R2,0(R1) ; load linked 

DADDUI R3,R2,#1 ; increment 

SC R3,0(R1) ;  store conditional 

BEQZ R3,try ;  branch store fails 

 

These instructions are typically implemented by keeping track of the address specified in the LL 

instruction in a register, often called the link register. 

 

 

 

 

      UNIT-IV 

2 Marks 

1. What is temporal locality? 

– Temporal locality 

Its an accessed item has a high probability being accessed in the near future 

2. What is spatial locality? 

– Spatial locality 

These are items close in space to a recently accessed item have a high probability of being 

accessed next 

4. What are the basic cache optimizations? 

Reduces miss rate 

Larger block size 

Bigger cache 

Higher associativity 

Reduces conflict rate 

Reduce miss penalty 

 Multi-level caches 

 Give priority to read misses over write misses reduce hit time 

 Avoid address translation (from virtual to physical addr.) during indexing of the 

cache 

4.  What are the advanced cache optimizations? 

• Reducing hit time 

• Increasing cache bandwidth 

• Reducing Miss Penalty 

• Reducing Miss Rate 

• Reducing miss penalty or miss rate via parallelism 

5.  What is non-blocking cache? 

Non-blocking cache or  lockup-free cache 

– allow data cache to continue to supply cache hits during a miss 

– requires out-of-order execution CPU 

6.  What is hit under miss? 

“hit under miss”  reduces the effective miss penalty by continuing during a miss. 

7.  What is hit under multiple miss? 
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“hit under multiple miss” or “miss under miss”  may further lower the effective miss penalty 

by overlapping multiple misses 

8. How to calculate Average memory access time2-way ? 

Average memory access time2-way = Hit time + Miss rate × Miss penalty 

9.How to calculate Average memory access time4-way ? 

Average memory access time4-way = Hit time × 1.1 + Miss rate × Miss penalty 

10.What is way prediction? 

In way prediction, extra bits are kept in the cache to predict the way, or block within the set 

of the next cache access. This prediction means the multiplexor is set early to select the 

desired block, and only a single tag comparison 

is performed that clock cycle in parallel with reading the cache data. 

11. What is sequential interleaving? 

A simple mapping that works well is to spread the addresses of the block sequentially across 

the banks, called sequential interleaving. 

12.What are the two basic strategies in the seventh optimization? 

Critical word first—Request the missed word first from memory and send it to the processor 

as soon as it arrives; let the processor continue execution while filling the rest of the words 

in the block. Early restart—Fetch the words in normal order, but as soon as the requested 

word of the block arrives, send it to the processor and let the processor continue execution. 

13. What is the eighth optimization? 

Eighth optimization merges write buffers to reduce miss penalty. 

14. What is a victim buffer? 

In a write-back cache, the block that is replaced is sometimes called the victim. 

Hence, the AMD Opteron calls its write buffer a victim buffer. 

15. What is a victim cache? 

The write victim uffer or victim buffer contains the dirty blocks that are discarded from a 

cache because of a miss. Rather than stall on a subsequent cache miss, the contents of the 

buffer are checked on a miss to see if they have the desired data 

before going to the next lower-level memory. This is  a victim cache. 

16.  How is compile optimization done to reduce miss rates? 

– Merging Arrays: 

– Loop Interchange 

– Loop Fusion 

– Blocking 

17.How is memory latency related? 

Memory latency is traditionally quoted using two measures—access time and 

cycle time. 

18.What is access time? 

Access time is the time between when a read is requested and when the desired word arrives. 

19.What is cycle time? 

Cycletime is the minimum time between requests. 

20. What does RAID stands for? 

RAID stands for redundant array of inexpensive disks. 

21.What is JBOD? 

RAID0has no redundancy and is sometimes nicknamed JBOD , for “just a 

bunch of disks,” although the data may be striped across the disks in the array.  

22 What is mirroring? 

RAID 1—Also called mirroring or shadowing, there are two copies of every piece of data. 
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23. What is I/O bandwidth and latency? 

I/O throughput is sometimes called I/O bandwidth, and response time is sometimes called 

latency. 

24. What is transaction time? 

Transaction time is the sum of entry time , system response time and think time. 

25. Differentiate between SRAM AND DRAM (May2011) 

SRAMs don’t need to refresh and so the access time is very close to the cycle time. SRAMs 

typically uses six transistors per bit to prevent the information from being disturbed when 

read. SRAM needs only minimal power to retain the charge in  standby mode. SRAM 

designs are concerned with speed and capacity, while in DRAM 

         designs the emphasis is on cost per bit and capacity. The capacity of DRAMs is roughly 4–8 

times that of SRAMs. The cycle time of SRAMs is 8–16 times faster than DRAMs, but they 

are also 8–16 times as expensive. 

16marks 

1. Explain about designing an IO system. 

 

  Designing an I/O system.      

In designing an I/O system, we analyze performance, cost, capacity, and availability using 

varying I/O connection schemes and different numbers of I/O devices of each type. Here is one 

series of steps to follow in designing an I/O system. The answers for each step may be dictated by 

market requirements or simply by cost, performance, and availability goals.  

1. List the different types of I/O devices to be connected to the machine, or list the standard buses 

and networks that the machine will support. 

2. List the physical requirements for each I/O device. Requirements include size , power , 

connectors , bus slots, expansion cabinets, and so on. 

3. List the cost of each I/O device, including the portion of cost of any controller needed for this 

device. 

4. List the reliability of each I/O device. 

5. Record the processor resource demands of each I/O device. This list should include  

*  Clock cycles for instructions used to initiate an I/O, to support operation of an I/O device (such 

as handling interrupts), and to complete I/O. 

* Processor clock stalls due to waiting for I/O to finish using the memory, bus, or cache 

*Processor clock cycles to recover from an I/O activity, such as a cache flush 

6. List the memory and I/O bus resource demands of each I/O device. Even when the processor is 

not using memory, the bandwidth of main memory and the I/O connection is limited. 

7. The final step is assessing the performance and availability of the different ways to organize 

these I/O devices. When you can afford it, try to avoid single points of failure. Performance can 

only be properly evaluated with simulation, although it may be estimated using queuing theory. 

Reliability can be calculated assuming I/O devices fail independently and that the times to failure 

are exponentially distributed. Availability can be computed from reliability by estimating MTTF 

for the devices, taking into account the time from failure to repair. 

 

 

 

2. Expalin in detail about buses and bus design decisions. 

 

 Buses classified as CPU memory busses and I/O buses. 
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I/O buses are lengthy and may have many types of devices connected to them. They have a wide 

range in data bandwidth of the devices connected to them. 

CPU buses are short generally high speed and matched to the memory system to maximize 

memory – CPU bandwidth. 

Bus Design Decisions: 

Bus masters- Split transactions: With multiple masters a bus can offer higher bandwidth by using 

packets . Clocking – Synchronous bus – Asynchronous bus: not clocked. 

Self timed handshaking protocol is used between bus sender and receiver. 

Bus standards 

Example of buses 

Interfacing storage devices to the CPU – memory mapped I/O – status register – done bit- set by 

the printer when it has printed a character – error bit – indicates that the printer is jammed or out 

of paper. The simple interface in which CPU periodically checks the status bits to see if it is time 

for the next I/O operation is called - Polling 

 

3. How is compile optimization done to reduce miss rates? Explain in detail. 

 

  Miss rate reduction technique which implements compiler optimizations. 

        

Code and Data Rearrangement 

Code can easily be rearranged without affecting correctness; for example, reordering the 

procedures of a program might reduce instruction miss rates by reducing conflict misses. Another 

code optimization aims for better efficiency from long cache blocks. Aligning basic blocks so that 

the entry point is at the beginning of a cache block decreases the chance of a cache miss for 

sequential code. If the compiler knows that a branch is likely to be taken, it can improve spatial 

locality by changing the sense of the branch and swapping the basic block at the branch target 

with the basic block sequentially after the branch. Branch straightening is the name of this 

optimization. Data have even fewer restrictions on location than code. The goal of such 

transformations is to try to improve the spatial and temporal locality of the data. For example, 

array calculations—the cause of most misses in scientific codes—can be changed to operate on all 

data in a cache block rather than blindly striding through arrays in the order that the programmer 

wrote the loop. To give a feeling of this type of optimization, we will show two examples,  

transforming the C code by hand to reduce cache misses. 

Loop Interchange 

Some programs have nested loops that access data in memory in non-sequential order. Simply 

exchanging the nesting of the loops can make the code access the data in the order they are stored. 

Assuming the arrays do not fit in the cache, this technique reduces misses by improving spatial 

locality; reordering maximizes use of data in a cache block before they are discarded. 

/* Before */ 

for (j = 0; j < 100; j = j+1) 

for (i = 0; i < 5000; i = i+1) 

x[i][j] = 2 * x[i][j]; 

/* After */ 

for (i = 0; i < 5000; i = i+1) 

for (j = 0; j < 100; j = j+1) 

x[i][j] = 2 * x[i][j]; 

Blocking: 
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/* Before */ 

for (i = 0; i < N; i = i+1) 

for (j = 0; j < N; j = j+1) 

{r = 0; 

for (k = 0; k < N; k = k + 1) 

r = r + y[i][k]*z[k][j]; 

x[i][j] = r; 

}; 

The two inner loops read all N-by-N elements of z, read the same N elements in a 

row of y repeatedly, and write one row of N elements of x. 

 

 

4. Briefly explain about Compiler Optimizations to Reduce Miss Rate. 

 

 Code and Data Rearrangement 

Code can easily be rearranged without affecting correctness; for example, reordering the 

procedures of a program might reduce instruction miss rates by reducing conflict misses. Another 

code optimization aims for better efficiency from long cache blocks. Aligning basic blocks so that 

the entry point is at the beginning of a cache block decreases the chance of a cache miss for 

sequential code. If the compiler knows that a branch is likely to be taken, it can improve spatial 

locality by changing the sense of the branch and swapping the basic block at the branch target 

with the basic block sequentially after the branch. Branch straightening is the name of this 

optimization. Data have even fewer restrictions on location than code. The goal of such 

transformations is to try to improve the spatial and temporal locality of the data. For example, 

array calculations—the cause of most misses in scientific codes—can be changed to operate on all 

data in a cache block rather than blindly striding through arrays in the order that the programmer 

wrote the loop. To give a feeling of this type of optimization, we will show two examples,  

transforming the C code by hand to reduce cache misses. 

Loop Interchange 

Some programs have nested loops that access data in memory in non-sequential order. Simply 

exchanging the nesting of the loops can make the code access the data in the order they are stored. 

Assuming the arrays do not fit in the cache, this technique reduces misses by improving spatial 

locality; reordering maximizes use of data in a cache block before they are discarded. 

 

         5.    Explain about compiler controlled prefetching of Instructions to Reduce Miss 

    Penalty and miss rates.    

 

Miss penalty reduction techniques.  

 

  First Miss penalty reduction technique: Multilevel caches 

  Another level of cache is added between original cache and memory. 

  First level of cache is small. 

  Second level of cache is large to capture many access that goes to main memory. 

  This lessens the miss penalty. 

  Disadvantage: 

  Adding second level of cache complicates performance analysis. 

  To find average access time for two level cache , it is as follows: 
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  Average memory access time = Hit time L1 +Miss rate L1 * Miss penalty L1   

    

  Miss penalty L1 = Hit time L2 + Miss rate L2 * Miss penalty L2  

 

  Therefore; 

  Average memory access time = Hit time L1 +Miss rate L1*( Hit time L2 + Miss rate L2 * Miss  

           Penalty L2) 

 

 

 

Local miss rate – number of misses in cache / the total number of memory access to cache. 

For Ist level = Miss rate L1 

     IInd level = Miss rate L2 

Global miss rate – no: of misses in cache / total number of memory access by CPU 

     For Ist level = Miss rate L1 

     IInd level = Miss rate L1 * Miss rate L2 

 

  Second Miss penalty reduction technique: Early Restart and Critical Word First 

* Previous technique requires extra hardware 

Critical word first – Request the missed word first from memory and send it to cpu as soon as it 

arrives. 

* Early Restart – Fetch the words in the normal order but as soon as the requested word of block 

arrives send it to the CPU. The CPU continues execution. 

 

Third Miss penalty reduction technique: Giving priority to read miss over write 

The contents of write buffer is checked on a miss and if there are no conflicts the read miss is 

continued. 

 

Fourth Miss penalty reduction technique: Merging write buffer 

If the buffer is empty the data and full address are written into the buffer. 

If the buffer contains other modified blocks – the address are checked to see if address of the new 

data matches address of valid write buffer entry. 

The new data is combined with entry - Write merging. 

If the buffer is full – Cache must wait until buffer has an empty entry.  

 

Fifth Miss penalty reduction technique: Victim Cache 

One approach to lower miss penalty is to remember what was discarded. 

Recycling – requires small fully associative caches – between cache and its refill path. 

Victim cache – contains only blocks that are discarded from a cache because of a miss – victim 

And are checked on a miss to see if they have the desired data before going to the lower level of 

memory. 

If data is found – victim block and cache block are swapped. 

         6.    Explain in detail about the types of storage devices. 

 Various storage devices.     

Magnetic Disks 

 Long term nonvolatile storage for files even when no programs are running 

 A level of memory hierarchy below main memory used as a backing store for virtual 

memory during program execution 
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 Magnetic disk – consists of a collection of platters – rotates on a spindle at 3600 to 15000 

revolutions per minute- Platter description. 

 

Disk surface is divided into concentric circle- tracks – There are typically 5000 to 30000 tracks on 

each surface- Each track is divided into sectors – These sectors contain information. 

Outer track – Inner track – Recording more sectors on the outer tracks than on the inner tracks – 

called constant bit density 

To read and write information – movable arm – has a read/write head – located on each surface.- 

Cylinder – seek time – rotational delay or rotational latency. 

Average rotation time – transfer time – read ahead 

Optical Disk  

CD-ROM and DVD-ROM- removable and inexpensive to manufacture – they are read only 

mediums 

 Magnetic tapes 

Fixed rotating platters offer random access in milliseconds- disks have a limited storage area – 

storage medium is sealed within each reader. 

 

Long strips wound on removable spools of unlimited length mean many tapes- but tapes requires 

sequential access that can take seconds. 

Flash memory 

Embedded devices also need nonvolatile storage- Flash memory is also used as rewritable ROM 

in embedded systems – Flash memory is written by inducing the tunneling of charge from 

transistor gain to a floating gate. Compared to disks – Flash memories offer low power 

consumption – can be sold in small sizes and offer read access times. 

 

 

        7.  Explain in detail about memory technology and optimizations. 

 SRAM Technology 

The first letter of SRAM stands for static. The dynamic nature of the circuits in DRAM requires 

data to be written back after being read—hence the difference between the access time and the 

cycle time as well as the need to refresh. SRAMs don’t need to refresh and so the access time is 

very close to the cycle time. SRAMs typically use six transistors per bit to prevent the information 

from being disturbed when read. SRAM needs only minimal power to retain the charge in 

standby mode. SRAM designs are concerned with speed and capacity, while in DRAM 

designs the emphasis is on cost per bit and capacity. For memories designed in comparable 

technologies, the capacity of DRAMs is roughly 4–8 times that of SRAMs. The cycle time of 

SRAMs is 8–16 times faster than DRAMs, but they are also 8–16 times as expensive. 

DRAM Technology 

As early DRAMs grew in capacity, the cost of a package with all the necessary address lines was 

an issue. The solution was to multiplex the address lines, thereby cutting the number of address 

pins in half. One-half of the address is sent first, called the row access strobe (RAS). The other 

half of the address, sent during the column access strobe (CAS), follows it. These names come 

from the internal chip organization, since the memory is organized as a rectangular matrix 

addressed by rows and columns. 

 

         8.  Explain in detail about redundant array of inexpensive disks(RAID) 

  Redundant array of inexpensive disks(RAID) 
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the five standard RAID levels, showing how eight disks of user data must be supplemented by 

redundant or check disks at each RAID level, and lists the pros and cons of each level. The 

standard RAID levels are well documented, so we will just do a quick review here and discuss 

advanced levels in more depth. 

 

RAID 0 —It has no redundancy and is sometimes nicknamed JBOD , for “just a bunch of disks,” 

although the data may be striped across the disks in the array. This level is generally included to 

act as a measuring stick for the other RAID levels in terms of cost, performance, and 

Dependability. 

RAID 1—Also called mirroring or shadowing, there are two copies of every piece of data. It is the 

simplest and oldest disk redundancy scheme, but it also has the highest cost. Some array  

Controllers will optimize read performance by allowing the mirrored disks to act independently 

for reads, but this optimization means it may take longer for the mirrored writes to complete.  

RAID 2 —This organization was inspired by applying memory-style error correcting codes to 

Disks. It was included because there was such a disk array product at the time of the original 

RAID paper, but none since then as other RAID organizations are more attractive. 

RAID 3—Since the higher-level disk interfaces understand the health of a disk, it’s easy to figure 

out which disk failed. Designers realized that if one extra disk contains the parity of the 

information in the data disks, a single disk allows recovery from a disk failure. The data is 

organized in stripes, with N data blocks and one parity block. When a failure occurs, you just 

“subtract” the good data from the good blocks, and what remains is the missing data. (This works 

whether the failed disk is a data disk or the parity disk.) RAID 3 assumes the data is spread across 

all disks on reads and writes, which is attractive when reading or writing large amounts of data.  

RAID 4 —Many applications are dominated by small accesses. Since sectors have their own error 

checking, you can safely increase the number of reads per second by allowing each disk to 

perform independent reads. It would seem that writes would still be slow, if you have to read 

every disk to calculate parity. To increase the number of writes per second, an alternative 

approach involves only two disks. First, the array reads the old data that is about to be 

overwritten, and then calculates what bits would change before it writes the new data. It then 

reads the old value of the parity on the check disks, updates parity according to the list of 

changes, and then writes the new value of parity to the check disk. Hence, these so-called “small 

writes” are still slower than small reads—they involve four disks accesses—but they are faster 

than if you had to read all disks on every write. RAID 4 has the same low check disk overhead as 

RAID 3, and it can still do large reads and writes as fast as RAID 3 in addition to small reads and 

writes, but control is more complex. 

RAID 5 —Note that a performance flaw for small writes in RAID 4 is that they all must read and 

write the same check disk, so it is a performance bottleneck. RAID 5 simply distributes the parity 

information across all disks in the array, thereby removing the bottleneck. The parity block in 

each stripe is rotated so that parity is spread evenly across all disks. The disk array controller must 

now calculate which disk has the parity for when it wants to write a given block, but that can be a 

simple calculation. RAID 5 has the same low check disk overhead as RAID 3 and 4, and it can do 

the large reads and writes of RAID 3 and the small reads of RAID 4, but it has higher small write 

bandwidth than RAID 4. Nevertheless, RAID 5 requires the most sophisticated controller of the 

classic RAID levels. 

 

9. Explain in detail about the various hit time reduction techniques. 
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      First hit time reduction technique: Small and simple cache. 

                 Smaller hardware is faster 

                 Usage of direct mapped cache. 

      Second Hit time reduction technique: Avoiding address translation during indexing of 

Cache. 

               Virtual cache is not used – The reason is – protection- virtual address refer to different 

physical addres – so cache has to be flushed – width of cache address is increased by using PID 

            2
nd

 reason – 2 different virtual address might be present for same physical address. 

These duplicate address is called- Synonyms or aliases – could result in 2 copies of same data 

The solution is – Antialiasing. 

     Third hit time reduction technique: Pipelined cache access 

Cache access itself is pipelined – so accessing becomes faster and time is saved. 

    Fourth hit time reduction technique: Trace cache 

Instead of limiting instructions in static cache block- trace cache finds a dynamic sequence of 

instructions.  

Instead of giving just 4 instructions per cycle- many instructions are supplied -solution is to use 

Trace Cache. 

Trace cache- contains dynamic traces of executed instructions from CPU rather than static 

instructions from memory.    

     

 

UNIT – V 

2 Marks  

1. What is single threading? 

Single threading performs only one task  at a time. 

2. What is multitasking and multithreading. 

Multitasking is the execution of two or more tasks at one time by using content switching 

(functionality). 

Multithreading is a process wherein multiple threads to share the functional units of one 

processor via overlapping. 

3.   What is meant by multicore technology? 

Computational work of an application is divided and spread over multiple execution cores 

(performance) 

4.   What is HT Technology? 

Two single threads execute simultaneously on the same processor core- ht technology 

5. Define a thread. 

Thread is a basic unit of CPU utilization-program counter, CPU state information and stack 

6. What is a logical processor? 

Duplicates the architecture space of processor-execution can be shared among different 

processors-logical processor. 

7. What is hyper threading? 

Intel version of simultaneous multithreading (SMT).It makes single physical processor 

appear as multiple logical processors. Operating system can schedule to logical processors 

8. What is the advantage of  multicore technology? 

More tasks get completed in less time, this increases the performance and responsiveness of 

the system. 

9. What is multithreading? 

multiple threads to share the functional units of one processor via overlapping 
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10. What is SMT? 

Simultaneous multithreading (SMT) is a variation on multithreading that uses the resources 

of a multiple-issue, dynamically scheduled processor to exploit TLP at the same time it 

exploits ILP. 

11. What is the key insight that motivates SMT? 

The key insight that motivates SMT is that modern multiple-issue processors often have 

more functional unit parallelism available than a single thread can effectively use. 

12. What are the various processor configurations? 

A superscalar with no multithreading support 

A superscalar with coarse-grained multithreading 

A superscalar with fine-grained multithreading 

A superscalar with simultaneous multithreading 

13. What happens to a superscalar without multithreading support?  

In the superscalar without multithreading support, the use of issue slots is limited by a lack 

of ILP In addition, a major stall, such as an instruction cache miss, can leave the entire 

processor idle. 

14. What happens to coarse grained multithreaded superscalar? 

In the coarse-grained multithreaded superscalar, the long stalls are partially hidden by 

switching to another thread that uses the resources of the processor. Although this reduces 

the number of completely idle clock cycles, within each clock cycle, the ILP limitations still 

lead to idle cycles. 

15. What happens to fine-grained multithreading? 

In the fine-grained case, the interleaving of threads eliminates fully empty slots. Because 

only one thread issues instructions in a given clock cycle, however, ILP limitations still lead 

to a significant number of idle slots within individual 

clock cycles. 

16. What happens in SMT? 

In the SMT case, TLP and ILP are exploited simultaneously, with multiple threads using the 

issue slots in a single clock cycle. 

17. What are the advantages of SMT? 

 SMT also increases hardware design flexibility. 

 Simultaneous multithreading increases the complexity of instruction scheduling. 

18. What are the hardware mechanisms that support multithreading? 

HW mechanisms to support multithreading 

– Large set of virtual registers that can be used to hold the register sets of 

independent threads 

– Register renaming provides unique register identifiers, so instructions from 

multiple threads can be mixed in datapath without confusing sources and destinations across 

threads 

– Out-of-order completion allows the threads to execute out of order, and get 

better utilization of the HW 

19. What is Vertical and Horizontal waste? 

Vertical waste is introduced when the processor issues no instructions in a cycle 

Horizontal waste when not all issue slots can be filled in a cycle. 

20.  What are the design challenges in SMT? 

Larger register file needed to hold multiple contexts 

Not affecting clock cycle time, especially in Instruction issue - more candidate instructions 

need to be considered 
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21. What are the advantages of multicore processor? 

Increased responsiveness and woker productivity. 

Improved performance in parallel environments when running computations on multiple 

processors. 

22. In what way is multicore processor superior to single core processor? 

On singlecore processor multithreading can only be used to hide latency. 

23. Define a multicore processor? (May 2011) 

   A multicore design takes several processor cores and packages them as a single processor. 

The  goal is to enable system to run more tasks simultaneously and thereby achieve greater 

overall system performance. 

   24.What is a cell processor ( May 2011) 

Cell is heterogeneous multi core processor comprised of control intensive processor and 

compute intensive SIMD processor cores. 

Cell consists of 1 control intensive processor core(PPE) and 8 compute intensive 

processor core(SPE)- EIB (element interconnect bus) is a high speed bus used for 

interconnecting the processor cores within a cell. 

16marks 

1.What is multithreading and explain in detail about the types of multithreading. 

This higher-level parallelism is called thread-level parallelism (TLP) because it is logically 

structured as separate threads of execution. A thread is a separate process with its own 

instructions and data. A thread may represent a process that is part of a parallel program 

consisting of multiple processes, or it may represent an independent program on its own. Each 

thread has all the state (instructions, data, PC, register state, and so on) necessary to allow it to 

execute. 

Types of multithreading are: 

Fine grained multithreading- switches between threads on each instruction, causing the execution 

of multiple threads to be interleaved. This interleaving is often done in a round-robin fashion. 

Advantage of fine-grained multithreading is that it hides the throughput losses that arise from 

both short and long stalls, since instructions from other threads can be executed when one thread 

stalls. Disadvantage of fine-grained multithreading is that it slows down the execution of the 

Individual threads, since a thread that is ready to execute without stalls will be delayed by 

instructions from other threads. 

Coarse grained multithreading- Coarse-grained multithreading switches threads only on costly 

Stalls, such as level 2 cache misses. It is limited in its ability to overcome throughput losses, 

especially from shorter stalls. This limitation arises from the pipeline start-up costs of coarse-

grain multithreading. 

 

2.What are the various multithreading models. Explain in detail. 

 

There are two main approaches to multithreading. 

Fine-grained multithreading 

switches between threads on each instruction, causing the execution of multiple threads to be 

interleaved. This interleaving is often done in a round-robin fashion, skipping any threads that are 

stalled at that time. To make fine-grained multithreading practical, the CPU must be able to 

switch threads on every clock cycle. One key advantage of fine-grained multithreading is that it 

can hide the throughput losses that arise from both short and long stalls, since instructions 

from other threads can be executed when one thread stalls. The primary disadvantage 

of fine-grained multithreading is that it slows down the execution of the 
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individual threads, since a thread that is ready to execute without stalls will be delayed 

by instructions from other threads. 

Coarse-grained multithreading 

was invented as an alternative to fine-grained 

multithreading. Coarse-grained multithreading switches threads only on costly 

stalls, such as level 2 cache misses. This change relieves the need to have threadswitching 

be essentially free and is much less likely to slow the processor down, 

since instructions from other threads will only be issued when a thread encounters 

a costly stall. 

Coarse-grained multithreading suffers, however, from a major drawback: It is 

limited in its ability to overcome throughput losses, especially from shorter stalls. 

This limitation arises from the pipeline start-up costs of coarse-grain multithreading. 

Because a CPU with coarse-grained multithreading issues instructions from 

a single thread, when a stall occurs, the pipeline must be emptied or frozen. The 

new thread that begins executing after the stall must fill the pipeline before instructions 

will be able to complete. Because of this start-up overhead, coarsegrained 

multithreading is much more useful for reducing the penalty of high-cost 

stalls, where pipeline refill is negligible compared to the stall time. 

 

A superscalar with no multithreading support 

_ 

A superscalar with coarse-grained multithreading 

_ 

A superscalar with fine-grained multithreading 

_ A superscalar with simultaneous multithreading 

In the superscalar without multithreading support, the use of issue slots is 

limited by a lack of ILP, a topic we discussed in earlier sections. In addition, a 

major stall, such as an instruction cache miss, can leave the entire processor idle. 

In the coarse-grained multithreaded superscalar, the long stalls are partially 

hidden by switching to another thread that uses the resources of the processor. 

Although this reduces the number of completely idle clock cycles, within each 

clock cycle, the ILP limitations still lead to idle cycles. Furthermore, in a coarsegrained 

multithreaded processor, since thread switching only occurs when there 

is a stall and the new thread has a start-up period, there are likely to be some fully 

idle cycles remaining. 

3.Explain in detail about Simultaneous multithreading(SMT). 

 This higher-level parallelism is called thread-level parallelism (TLP) because it is 

logically structured as separate threads of execution. A thread is a separate process with its own 

instructions and data. A thread may represent a process that is part of a parallel program 

consisting of multiple processes, or it may represent an independent program on its own. Each 

thread has all the state (instructions, data, PC, register state, and so on) necessary to allow it to 

execute. 

Types of multithreading are: 

Fine grained multithreading- switches between threads on each instruction, causing the execution 

of multiple threads to be interleaved. This interleaving is often done in a round-robin fashion. 

Advantage of fine-grained multithreading is that it hides the throughput losses that arise from 

both short and long stalls, since instructions from other threads can be executed when one thread 

stalls. Disadvantage of fine-grained multithreading is that it slows down the execution of the 
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Individual threads, since a thread that is ready to execute without stalls will be delayed by 

instructions from other threads. 

Coarse grained multithreading- Coarse-grained multithreading switches threads only on costly 

Stalls, such as level 2 cache misses. It is limited in its ability to overcome throughput losses, 

especially from shorter stalls. This limitation arises from the pipeline start-up costs of coarse-

grain multithreading. 

Simultaneous multithreading- Various processor configurations are: 

 A superscalar with no multithreading support 

 A superscalar with coarse-grained multithreading 

 A superscalar with fine-grained multithreading 

 

 

 

4. Explain about Intel multi core architecture. 

-  Enables high levels of performance – provides new levels of energy efficient performance 

enabled by advanced parallel processing -  High levels of performance is enabled by 

incorporating multiple processor execution cores in a single package delivering full parallel 

execution of multiple single threads. 

- With Intel turbo Boost Technology - Depending on work load power and frequency can be 

distributed across many cores- An Intel Turbo boost technology can boost performance on a 

core by raising clock speed. 

- With Intel HT Technology – Can increase efficiency by executing two software threads on a 

single core to get more work done with less power than separate cores are active. 

- With Intel Core Micro architecture – This is the foundation of new Intel architecture based 

desktop, mobile and mainstream server multicore processors. 

- With Intel Advanced smart cache – This is multi core optimized cache that improves 

performance and efficiency by increasing probability that each core of multicore can access 

data from more efficient cache subsystem. 

- With Intel smart Memory access – Improves system performance by optimizing available  

 

 

5.Explain in detail about IBM Cell Processor. 

 

CPU manufacturers set about developing multicore configurations that allow multiple cores to run 

in parallel on a single chip. 

Multicores – 2 types – Homogeneous – Heterogeneous 

Cell – employs – heterogeneous multicore configuration – Uses 2 types of cores for different 

applications – A large scale control intensive processor core – handles frequent thread switching 

A small scale simple compute intensive processor core – addresses multimedia processing. 

Structure of a Cell – Cell is heterogeneous multi core processor comprised of control intensive 

processor and compute intensive SIMD processor cores. 

Cell consists of 1 control intensive processor core(PPE) and 8 compute intensive processor 

core(SPE)- EIB (element interconnect bus) is a high speed bus used for interconnecting the 

processor cores within a cell. 

EIB – also provides connection to main memory and external I/O devices – this makes processor 

cores to access data. 

PPE allows execution of OS and applicatons – PPE also performs input and output control when  
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OS accesses main memory and external devices- provides control over SPE’s. 

PPE components: 

 
 

PPU – processing unit in PPE – has 64 bit power PC architecture instruction set. 

Primary cache – 32Kb instruction cache – 32kb data cache 

Power PC processor storage subsystem – controls access to main memory from PPU provides 

high speed access to memory via 512kb secondary cache. 

 

Synergistic processor element(SPE) – they are less complex processing units than PPE – as they 

are not designed to perform control intensive tasks- SPE’s iterates simple operations 

SPE components: 

 

L1 Instruction  

  Cache 

Power PC Processor element (PPE) 

Power PC processor storage subsystem(PPSS) 

             L2 Cache 

L1 instruction 

Cahe 

L1 Data Cache 
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 SPU – performs computational task – Each SPU has a dedicated memory called – 

Local store- This refers to 256kb memory. 

Memory flow controller – enables data transfer between SPU and main memory or other SPU’s. 

 

 

The EIB is a communication bus internal to the Cell processor which connects the various 

on-chip system elements: the PPE processor, the memory controller (MIC), the eight SPE 

coprocessors, and two off-chip I/O interfaces, for a total of 12 participants in the PS3 (the number 

of SPU can vary in industrial applications). The EIB also includes an arbitration unit which 

functions as a set of traffic lights. In some documents IBM refers to EIB bus participants as 

'units'. 

The EIB is presently implemented as a circular ring consisting of four 16B-wide 

unidirectional channels which counter-rotate in pairs. When traffic patterns permit, each 

channel can convey up to three transactions concurrently. As the EIB runs at half the system 

clock rate the effective channel rate is 16 bytes every two system clocks. 

 

6. Explain in detail about chip level multiprocessing. . (May2011) 

 

Chip level multiprocessing – integrates two or more independent cores into a single package of a 

single interated circuit – called a die or more dies 

Synergistic processor unit  

Local Store (Ls) 

Memory flow controller(MFC) 

Synergistic processor element   (SPE) 
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Dual core processor – contains 2 execution cores. 

Quad core processor – contains 4 execution cores. 

 

Chip level multiprocessing is achieved by having multiple cores on a single chip or multiple 

threads on a single core. 

CMP is easier to implement. 

A combination of CMP with SMT is superior. 

A multicore design takes several processor cores and packages them as a single processor. 

The goal is to enable system to run more tasks simultaneously and thereby achieve greater 

overall system performance. 
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