
UNIT 1

OVERVIEW

Why Object-Oriented Programming in C++

In object-oriented programming language C++, the data and functions (procedures to 

manipulate the data) are bundled together as a self-contained unit called an object. A 

class is an extended concept similar to that of structure in C programming language, this  

class describes the data properties alone. In C++ programming language, class describes 

both the properties (data) and behaviors (functions) of objects. Classes are not objects, 

but they are used to instantiate objects. 

Basic Concepts of OOPS 

Before starting to learn C++ it is essential that one must have a basic knowledge of the 

concepts of Object Oriented Programming. Some of the important object oriented 

features are namely: 

 Objects 

 Classes 

 Inheritance 

 Data Abstraction 

 Data Encapsulation 

 Polymorphism 

 Overloading 

 Reusability 

In order to understand the basic concepts in C++, the programmer must have a command 

of the basic terminology in object-oriented programming. Below is a brief outline of the 

concepts of Object-oriented programming languages: 



Objects 

Object is the basic unit of object-oriented programming. Objects are identified by its 

unique name. An object represents a particular instance of a class. There can be more 

than one instance of an object. Each instance of an object can hold its own relevant data. 

An Object is a collection of data members and associated member functions also known 

as methods. 

Classes 

Classes are data types based on which objects are created. Objects with similar properties 

and methods are grouped together to form a Class. Thus a Class represents a set of 

individual objects. Characteristics of an object are represented in a class as Properties 

(Attributes). The actions that can be performed by objects become functions of the class 

and are referred to as Methods (Functions). 

No memory is allocated when a class is created. Memory is allocated only when 

an object is created, i.e., when an instance of a class is created. 

Inheritance 

Inheritance is the process of forming a new class from an existing class or base class. The 

base class is also known as parent class or super class. The new class that is formed is 

called derived class. Derived class is also known as a child class or sub class. Inheritance 

helps in reducing the overall code size of the program, which is an import ant concept in 

object-oriented programming. 



Data Abstraction 

Data Abstraction increases the power of programming language by creating user defined 

data types. Data Abstraction also represents the needed information in the program 

without presenting the details. 

Data Encapsulation 

Data Encapsulation combines data and functions into a single unit called Class. When 

using Data Encapsulation, data is not accessed directly; it is only accessible through the 

functions present inside the class. Data Encapsulation enables the important concept of 

data hiding possible. 

Polymorphism 

Polymorphism allows routines to use variables of different types at different times. An 

operator or function can be given different meanings or functions. Polymorphism refers 

to a single function or multi-functioning operator performing in different ways. 

Overloading 

Overloading is one type of Polymorphism. It allows an object to have different meanings, 

depending on its context. When an exiting operator or function begins to operate on new 

data type, or class, it is understood to be overloaded. 

Reusability 

This term refers to the ability for multiple programmers to use the same written and 

debugged existing class of data. This is a time saving device and adds code efficiency to 

the language. Additionally, the programmer can incorporate new features to the existing 

class, further developing the application and allowing users to achieve increased performance. 

Application of OOP 

OOP has become one of the programming buzzwords today. There appears to be a great 

deal of excitement and interest among software engineers in using OOP. Applications of 

OOP are beginning to gain importance in many areas. The most popular application of 



object-oriented programming, up to now, has been in the area of user interface design 

such as window. Hundreds of windowing systems have been developed, using the OOP 

techniques. 

 Real-business system are often much more complex and contain many more objects 

with complicated attributes and method. OOP is useful in these types of application 

because it can simplify a complex problem. The promising areas of application of OOP 

include: 

• Real-time system 

• Simulation and modeling 

• Object-oriented data bases 

• Hypertext, Hypermedia, and expertext 

• AI and expert systems 

• Neural networks and parallel programming 

• Decision support and office automation systems 

• CIM/CAM/CAD systems 

 

Native Types and Statements

Variables 

A variable is the storage location in memory that is stored by its value. A variable is 

identified or denoted by a variable name. The variable name is a sequence of one or more 

letters, digits or underscore

Data Types 

Below is a list of the most commonly used Data Types in C++ programming language 

short int- short integer. 

int -integer. 

long int- long integer. 

float -floating point 



double - double precision floating point number. 

long 

double 

double precision floating point number. 

char single character. 

bool boolean value. It can take one of two 

values True or False 

Using variable names and data type, we shall now learn how to declare variables. 

Declaring Variables: 

In order for a variable to be used in C++ programming language, the variable must first 

be declared. The syntax for declaring variable names is 

data type variable name;

 The date type can be int or float or any of the data types listed above. A variable name is 

given based on the rules for defining variable name (refer above rules). 

 Example: 

int a; 

 This declares a variable name a of type int. 

 If there exists more than one variable of the same type, such variables can be represented 

by separating variable names using comma. 

 For instance 

int x,y,z ; 

This declares 3 variables x, y and z all of data type int. 

 The data type using integers (int, short int, long int) are further assigned a value of signed 

or unsigned. Signed integers signify positive and negative number value. Unsigned 

integers signify only positive numbers or zero. 

For example it is declared as 

unsigned short int a; 



signed int z; 

 By default, unspecified integers signify a signed integer. 

 For example: 

 int a; 

is declared a signed integer 

It is possible to initialize values to variables: 

data type variable name = value; 

Example: 

int a=0; 

int b=5; 

Constants 

Constants have fixed value. Constants, like variables, contain data type. Integer constants 

are represented as decimal notation, octal notation, and hexadecimal notation. Decimal 

notation is represented with a number. Octal notation is represented with the number 

preceded by a zero character. A hexadecimal number is preceded with the characters 0x. 

Example 

80 represent decimal 

0115 represent octal 

0x167 represent hexadecimal 

By default, the integer constant is represented with a number. 

The unsigned integer constant is represented with an appended character u. The long 

integer constant is represented with character l. 

Statements

A simple C++ statement is each of the individual instructions of a program, like the variable 
declarations and expressions seen in previous sections. They always end with a semicolon (;), 
and are executed in the same order in which they appear in a program.

But programs are not limited to a linear sequence of statements. During its process, a program 



may repeat segments of code, or take decisions and bifurcate. For that purpose, C++ provides 
flow control statements that serve to specify what has to be done by our program, when, and 
under which circumstances.

{ statement1; statement2; statement3; } 

The entire block is considered a single statement (composed itself of multiple substatements). 
Whenever a generic statement is part of the syntax of a flow control statement, this can either be 
a simple statement or a compound statement.

 if and else
The if keyword is used to execute a statement or block, if, and only if, a condition is fulfilled. Its 
syntax is:

if (condition) statement 

Here, condition is the expression that is being evaluated. If this condition is true, statement is 
executed. If it is false, statement is not executed (it is simply ignored), and the program continues
right after the entire selection statement.
For example, the following code fragment prints the message (x is 100), only if the value stored 
in the x variable is indeed 100:

1
2

if (x == 100)
  cout << "x is 100";

If x is not exactly 100, this statement is ignored, and nothing is printed.

If you want to include more than a single statement to be executed when the condition is 
fulfilled, these statements shall be enclosed in braces ({}), forming a block:

1
2
3
4
5

if (x == 100)
{
   cout << "x is ";
   cout << x;
}

As usual, indentation and line breaks in the code have no effect, so the above code is equivalent 
to:

 if (x == 100) { cout << "x is "; cout << x; }

Selection statements with if can also specify what happens when the condition is not fulfilled, by
using the elsekeyword to introduce an alternative statement. Its syntax is:



if (condition) statement1 else statement2

where statement1 is executed in case condition is true, and in case it is not, statement2 is 
executed.

For example:

1
2
3
4

if (x == 100)
  cout << "x is 100";
else
  cout << "x is not 100";

This prints x is 100, if indeed x has a value of 100, but if it does not, and only if it does not, it 
prints x is not 100instead.
Several if + else structures can be concatenated with the intention of checking a range of values. 
For example:

1
2
3
4
5
6

if (x > 0)
  cout << "x is positive";
else if (x < 0)
  cout << "x is negative";
else
  cout << "x is 0";

This prints whether x is positive, negative, or zero by concatenating two if-else structures. Again,
it would have also been possible to execute more than a single statement per case by grouping 
them into blocks enclosed in braces: {}.

Iteration statements (loops)

Loops repeat a statement a certain number of times, or while a condition is fulfilled. They are 
introduced by the keywords while, do, and for.

The while loop

The simplest kind of loop is the while-loop. Its syntax is:

while (expression) statement

The while-loop simply repeats statement while expression is true. If, after any execution 
of statement, expressionis no longer true, the loop ends, and the program continues right after the
loop. For example, let's have a look at a countdown using a while-loop:



1
2
3
4
5
6
7
8
9
10
11
12
13
14
15

// custom countdown using while
#include <iostream>
using namespace std;

int main ()
{
  int n = 10;

  while (n>0) {
    cout << n << ", ";
    --n;
  }

  cout << "liftoff!\n";
}

10, 9, 8, 7, 6, 5, 4, 3, 2, 1, liftoff! Edit
&
Run

The first statement in main sets n to a value of 10. This is the first number in the countdown. 
Then the while-loop begins: if this value fulfills the condition n>0 (that n is greater than zero), 
then the block that follows the condition is executed, and repeated for as long as the condition 
(n>0) remains being true.

The whole process of the previous program can be interpreted according to the following script 
(beginning in main):

1. n is assigned a value

2. The while condition is checked (n>0). At this point there are two possibilities:

o condition is true: the statement is executed (to step 3)

o condition is false: ignore statement and continue after it (to step 5)

3. Execute statement:
cout << n << ", ";
--n;
(prints the value of n and decreases n by 1)

4. End of block. Return automatically to step 2.

5. Continue the program right after the block:
print liftoff! and end the program.

The do-while loop

A very similar loop is the do-while loop, whose syntax is:

do statement while (condition);

It behaves like a while-loop, except that condition is evaluated after the execution 
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of statement instead of before, guaranteeing at least one execution of statement, even 
if condition is never fulfilled. For example, the following example program echoes any text the 
user introduces until the user enters goodbye:

1
2
3
4
5
6
7
8
9
10
11
12
13
14

// echo machine
#include <iostream>
#include <string>
using namespace std;

int main ()
{
  string str;
  do {
    cout << "Enter text: ";
    getline (cin,str);
    cout << "You entered: " << str << '\n';
  } while (str != "goodbye");
}

Enter text: hello
You entered: hello
Enter text: who's there?
You entered: who's there?
Enter text: goodbye
You entered: goodbye

Edit
& 
Run

The do-while loop is usually preferred over a while-loop when the statement needs to be 
executed at least once, such as when the condition that is checked to end of the loop is 
determined within the loop statement itself. In the previous example, the user input within the 
block is what will determine if the loop ends. And thus, even if the user wants to end the loop as 
soon as possible by entering goodbye, the block in the loop needs to be executed at least once to 
prompt for input, and the condition can, in fact, only be determined after it is executed.

The for loop

The for loop is designed to iterate a number of times. Its syntax is:

for (initialization; condition; increase) statement;

Like the while-loop, this loop repeats statement while condition is true. But, in addition, the for 
loop provides specific locations to contain an initialization and an increase expression, executed 
before the loop begins the first time, and after each iteration, respectively. Therefore, it is 
especially useful to use counter variables ascondition.

It works in the following way:

1. initialization is executed. Generally, this declares a counter variable, and sets it to some 
initial value. This is executed a single time, at the beginning of the loop.

2. condition is checked. If it is true, the loop continues; otherwise, the loop ends, 
and statement is skipped, going directly to step 5.

3. statement is executed. As usual, it can be either a single statement or a block enclosed in 
curly braces { }.
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4. increase is executed, and the loop gets back to step 2.

5. the loop ends: execution continues by the next statement after it.

Here is the countdown example using a for loop:

1
2
3
4
5
6
7
8
9
10
11

// countdown using a for loop
#include <iostream>
using namespace std;

int main ()
{
  for (int n=10; n>0; n--) {
    cout << n << ", ";
  }
  cout << "liftoff!\n";
}

10, 9, 8, 7, 6, 5, 4, 3, 2, 1, liftoff! Edit
&
Run

This  loop  will  execute  50  times  if  neither n or i are  modified  within  the  loop:

 

n starts  with a  value of  0,  and i with 100, the condition is n!=i (i.e.,  that n is  not  equal  to i).
Because n is increased by one, and i decreased by one on each iteration, the loop's condition will
become false after the 50th iteration, when both n and i are equal to 50.

The break statement

break leaves a loop, even if the condition for its end is not fulfilled. It can be used to end an
infinite loop, or to force it to end before its natural end. For example, let's stop the countdown
before its natural end:

1
2
3
4
5
6
7
8
9
10

// break loop example
#include <iostream>
using namespace std;

int main ()
{
  for (int n=10; n>0; n--)
  {
    cout << n << ", ";
    if (n==3)

10, 9, 8, 7, 6, 5, 4, 3, countdown aborted! Edit
&
Run
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11
12
13
14
15
16

    {
      cout << "countdown aborted!";
      break;
    }
  }
}

The continue statement

The continue statement causes the program to skip the rest of the loop in the current iteration, as
if the end of the statement block had been reached, causing it to jump to the start of the following
iteration. For example, let's skip number 5 in our countdown:

1
2
3
4
5
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7
8
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10
11
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// continue loop example
#include <iostream>
using namespace std;

int main ()
{
  for (int n=10; n>0; n--) {
    if (n==5) continue;
    cout << n << ", ";
  }
  cout << "liftoff!\n";
}

10, 9, 8, 7, 6, 4, 3, 2, 1, liftoff! Edit
&
Run

The goto statement

goto allows to make an absolute jump to another point in the program. This unconditional jump 
ignores nesting levels, and does not cause any automatic stack unwinding. Therefore, it is a 
feature to use with care, and preferably within the same block of statements, especially in the 
presence of local variables.

The destination point is identified by a label, which is then used as an argument for 
the goto statement. A label is made of a valid identifier followed by a colon (:).

goto is generally deemed a low-level feature, with no particular use cases in modern higher-level 
programming paradigms generally used with C++. But, just as an example, here is a version of 
our countdown loop using goto:

1
2
3
4
5
6

// goto loop example
#include <iostream>
using namespace std;

int main ()
{

10, 9, 8, 7, 6, 5, 4, 3, 2, 1, liftoff! Edit
&
Run
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  int n=10;
mylabel:
  cout << n << ", ";
  n--;
  if (n>0) goto mylabel;
  cout << "liftoff!\n";
}

 switch.

The syntax of the switch statement is a bit peculiar. Its purpose is to check for a value among a
number  of  possible  constant  expressions.  It  is  something  similar  to
concatenating if-else statements, but limited to constant expressions. Its most typical syntax is:

switch (expression)
{
  case constant1:
     group-of-statements-1;
     break;
  case constant2:
     group-of-statements-2;
     break;
  .
  .
  .
  default:
     default-group-of-statements
}

Both  of  the  following  code  fragments  have  the  same  behavior,  demonstrating  the  if-else
equivalent of a switch statement:

switch example if-else equivalent
switch (x) {
  case 1:
    cout << "x is 1";
    break;
  case 2:
    cout << "x is 2";
    break;
  default:
    cout  <<  "value  of  x
unknown";
  }

if (x == 1) {
  cout << "x is 1";
}
else if (x == 2) {
  cout << "x is 2";
}
else {
  cout << "value of x unknown";
}



The switch statement has a somewhat peculiar syntax inherited from the early times of the first C
compilers, because it uses labels instead of blocks. In the most typical use (shown above), this
means that break statements are  needed after each group of statements for a  particular  label.
If break is not included, all statements following the case (including those under any other labels)
are  also  executed,  until  the  end of  the  switch  block or  a  jump statement  (such as break)  is
reached.

If the example above lacked the break statement after the first group for case one, the program
would not jump automatically to the end of the switch block after printing x is 1, and would
instead continue executing the statements in case two (thus printing also x is 2). It would then
continue doing so until a break statement is encountered, or the end of the switch block. This
makes unnecessary to enclose the statements for each case in braces {}, and can also be useful to
execute the same group of statements for different possible values. For example: 

1
2
3
4
5
6
7
8
9

switch (x) {
  case 1:
  case 2:
  case 3:
    cout << "x is 1, 2 or 3";
    break;
  default:
    cout << "x is not 1, 2 nor 3";
  }

Functions and Pointers: 

Functions are building blocks of the programs. They make the programs more modular and easy 
to read and manage. All C++ programs must contain the function main( ). The execution of the 
program starts from the function main( ).

In C++, a function is a group of statements that is given a name, and which can be called from 
some point of the program. The most common syntax to define a function is:

type name ( parameter1, parameter2, ...) { statements }

Where:
- type is the type of the value returned by the function.
- name is the identifier by which the function can be called.
- parameters (as many as needed): Each parameter consists of a type followed by an identifier, 
with each parameter being separated from the next by a comma. 

Functions with no type. The use of void



The syntax shown above for functions:

type name ( argument1, argument2 ...) { statements }

Requires the declaration to begin with a type. This is the type of the value returned by the 
function. But what if the function does not need to return a value? In this case, the type to be 
used is void, which is a special type to represent the absence of value. For example, a function 
that simply prints a message may not need to return any value:

1
2
3
4
5
6
7
8
9
10
11
12
13

// void function example
#include <iostream>
using namespace std;

void printmessage ()
{
  cout << "I'm a function!";
}

int main ()
{
  printmessage ();
}

I'm a function! Edit
&
Run

void can also be used in the function's parameter list to explicitly specify that the function takes
no actual parameters when called. For example, printmessage could have been declared as:

Arguments passed by value and by reference

In the functions seen earlier,  arguments have always been passed by value.  This means that,
when calling a function, what is passed to the function are the values of these arguments on the
moment of the call, which are copied into the variables represented by the function parameters.
For example, take:

1
2

int x=5, y=3, z;
z = addition ( x, y );

In this  case,  function addition is  passed 5 and 3,  which are copies of the values  of x and y,
respectively. These values (5 and 3) are used to initialize the variables set as parameters in the
function's definition, but any modification of these variables within the function has no effect on
the values of the variables x and y outside it, because x and y were themselves not passed to the
function  on  the  call,  but  only  copies  of  their  values  at  that  moment. 
In certain cases, though, it may be useful to access an external variable from within a function.
To  do  that,  arguments  can  be  passed by  reference,  instead  of by  value.  For  example,  the
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function duplicate in this code duplicates the value of its three arguments, causing the variables
used as arguments to actually be modified by the call:

1
2
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5
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13
14
15
16
17
18

// passing parameters by reference
#include <iostream>
using namespace std;

void duplicate (int& a, int& b, int& c)
{
  a*=2;
  b*=2;
  c*=2;
}

int main ()
{
  int x=1, y=3, z=7;
  duplicate (x, y, z);
  cout << "x=" << x << ", y=" << y << ", z=" << z;
  return 0;
}

x=2, y=6, z=14 Edit
&
Run

To gain access to its arguments, the function declares its parameters as references. In C++, 
references are indicated with an ampersand (&) following the parameter type, as in the 
parameters taken by duplicate in the example above.

When a variable is passed by reference, what is passed is no longer a copy, but the variable itself,
the variable identified by the function parameter, becomes somehow associated with the 
argument passed to the function, and any modification on their corresponding local variables 
within the function are reflected in the variables passed as arguments in the call. 

Inline functions

Calling a function generally causes a certain overhead (stacking arguments, jumps, etc...), and
thus for very short functions, it may be more efficient to simply insert the code of the function
where  it  is  called,  instead  of  performing  the  process  of  formally  calling  a  function.

Preceding  a  function  declaration  with  the inline specifier  informs  the  compiler  that  inline
expansion is preferred over the usual function call mechanism for a specific function. This does
not change at all the behavior of a function, but is merely used to suggest the compiler that the
code generated by the function body shall be inserted at each point the function is called, instead
of  being  invoked  with  a  regular  function  call.

For example, the concatenate function above may be declared inline as:
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1
2
3
4

inline string concatenate (const string& a, const string& b)
{
  return a+b;
}

This informs the compiler that when concatenate is called, the program prefers the function to be
expanded inline,  instead of performing a regular  call. inline is  only specified in  the function
declaration,  not  when  it  is  called.

Note that most compilers already optimize code to generate inline functions when they see an
opportunity  to  improve  efficiency,  even  if  not  explicitly  marked  with  the inline specifier.
Therefore, this specifier merely indicates the compiler that inline is preferred for this function,
although the compiler is free to not inline it, and optimize otherwise. In C++, optimization is a
task delegated to the compiler, which is free to generate any code for as long as the resulting
behavior  is  the  one  specified  by  the  code.

Default values in parameters

In C++, functions can also have optional parameters, for which no arguments are required in the
call, in such a way that, for example, a function with three parameters may be called with only
two. For this, the function shall include a default value for its last parameter, which is used by the
function when called with fewer arguments

Pointer initialization

Pointers can be initialized to point to specific locations at the very moment they are defined:

1
2

int myvar;
int * myptr = &myvar;

The resulting state of variables after this code is the same as after:

1
2
3

int myvar;
int * myptr;
myptr = &myvar;

When pointers are initialized, what is initialized is the address they point to (i.e., myptr), never
the value being pointed (i.e., *myptr). Therefore, the code above shall not be confused with: 

1
2
3

int myvar;
int * myptr;
*myptr = &myvar;



Which  anyway  would  not  make  much  sense  (and  is  not  valid  code).

The asterisk (*) in the pointer declaration (line 2) only indicates that it is a pointer, it is not the
dereference operator (as in line 3). Both things just happen to use the same sign: *. As always,
spaces  are  not  relevant,  and  never  change  the  meaning  of  an  expression.

Pointers can be initialized either to the address of a variable (such as in the case above), or to the
value of another pointer (or array):

1
2
3

int myvar;
int *foo = &myvar;
int *bar = foo;

Pointer arithmetics

To conduct arithmetical operations on pointers is a little different than to conduct them on regular
integer types. To begin with, only addition and subtraction operations are allowed; the others
make  no  sense  in  the  world  of  pointers.  But  both  addition  and  subtraction  have  a  slightly
different  behavior  with pointers,  according to the size of the data  type to  which they point.

Suppose now that we define three pointers in this compiler: 

1
2
3

char *mychar;
short *myshort;
long *mylong;

and that we know that they point to the memory locations 1000, 2000, and 3000, respectively. 

Therefore, if we write:

1
2
3

++mychar;
++myshort;
++mylong;

mychar,  as  one  would  expect,  would  contain  the  value  1001.  But  not  so  



 
This is applicable both when adding and subtracting any number to a pointer. It would happen
exactly the same if we wrote: 

1
2
3

mychar = mychar + 1;
myshort = myshort + 1;
mylong = mylong + 1;

Pointers and const

Pointers can be used to access a variable by its address, and this access may include modifying
the value pointed. But it is also possible to declare pointers that can access the pointed value to
read it, but not to modify it. For this, it is enough with qualifying the type pointed by the pointer
as const. For example:

1
2
3
4
5

int x;
int y = 10;
const int * p = &y;
x = *p;          // ok: reading p
*p = x;          // error: modifying p, which is const-qualified 

Pointers and string literals

As pointed earlier, string literals are arrays containing null-terminated character sequences. In 
earlier sections, string literals have been used to be directly inserted into cout, to initialize strings
and to initialize arrays of characters.

But they can also be accessed directly. String literals are arrays of the proper array type to 
contain all its characters plus the terminating null-character, with each of the elements being of 
type const char (as literals, they can never be modified). For example:

 const char * foo = "hello"; 

This declares an array with the literal representation for "hello", and then a pointer to its first 



element is assigned to foo. If we imagine that "hello" is stored at the memory locations that start 
at address 1702, we can represent the previous declaration as:

 
Pointers to pointers

C++ allows the use of pointers that point to pointers, that these, in its turn, point to data (or even
to other pointers). The syntax simply requires an asterisk (*) for each level of indirection in the
declaration of the pointer:

1
2
3
4
5
6

char a;
char * b;
char ** c;
a = 'z';
b = &a;
c = &b;

This, assuming the randomly chosen memory locations for each variable of 7230, 8092, 
and 10502, could be represented as:

 
void pointers

The void type of pointer is a special type of pointer. In C++, void represents the absence of type. 
Therefore, voidpointers are pointers that point to a value that has no type (and thus also an 
undetermined length and undetermined dereferencing properties).

Pointers to functions

C++ allows operations with pointers to functions. The typical use of this is for passing a function
as an argument to another function. Pointers to functions are declared with the same syntax as a
regular  function  declaration,  except  that  the  name  of  the  function  is  enclosed  between
parentheses () and an asterisk (*) is inserted before the name:

This pointer



Every  object  in  C++  has  access  to  its  own  address  through  an  important  pointer
called this pointer. Thethis pointer is an implicit parameter to all member functions. Therefore,
inside a member function, this may be used to refer to the invoking object.
Friend functions do not have a this pointer, because friends are not members of a class. Only
member functions have a this pointer.

Implementing ADTS in the Base Language

Abstract data types should be familiar to you from previous course work. In this section we
review the basic definition and meaning of abstract data type, and we also review some related
concepts such as information hiding.

Definition

As defined in the text, an abstract data type (ADT) is an encapsulation of a set of data objects
and a  set  of  operations  on  those  data  objects.  For  example,  we can  define  ADT stack as  a
collection  of  elements  together  with  operations  push,  pop,  top,  etc.,  that  have  the  usual
properties. The encapsulation of the operations together with the data is an ADT. Note that it is
really the operations, not the data, that characterize the ADT. In terms of characteristics of the
data, there is no difference between, for example, a stack and a queue. It is the operations that
make the difference.

Information hiding

Information hiding refers to the characteristic that an encapsulation such as an ADT "hides" the
internal structure of the data from the user of the ADT. The user does not need to know the
internal  data  that  is  used  or  how it  is  organized,  and  furthermore  most  ADT encapsulation
mechanisms in modern languages do not allow, or at least have the ability to prevent, the user
from directly accessing the data at all. For example, in using a stack the user does not need to
know whether the implementation structure is an array, a linked list, or something else in order to
use the stack via its defined operations (push, pop, etc.). Although the user might be concerned
with performance characteristics, it is only the resulting performance that is a concern, not the
underlying structure. Similarly, in most current encapsulation mechanisms, such as a class in
Smalltalk, the user could not access the data directly even if the implementation structure and
data names are known.

Encapsulation mechanisms

The most common ADT encapsulation mechanism is a class, as in Smalltalk, C++, and Java. Ada
also  provides  a package,  which  has  similar  capabilities.  Some  characteristics  of  classes  in
general will be discussed later in the course.

ADT versus object-oriented

There  is  sometimes  confusion  about  the  difference  between  a  language  that  supports  the
implementation  of  ADTs  and  an  object-oriented  language.  The  main  differences  are  that
object-oriented  languages  support  inheritance  and  polymorphism,  whereas  ADTs  do  not
necessarily include these features. (Inheritance and polymorphism will  be discussed later.)  A
language  that  supports  ADTs  but  is  not  object-oriented  is  sometimes  called
an object-based language. An object-oriented language by definition supports ADTs.



UNIT II

BASIC CHARACTERISTICS OF OOP

DATA HIDING AND MEMBER FUNCTION 

Data hiding
Data hiding  is the mechanism that binds together code and the data it manipulates, and keeps
both safe from outside interference and misuse. In an object-oriented language, code and data
may be combined in such a way that a self-contained "black box" is created. When code and data
are linked together in this fashion, an object  is created. In other words, an object is the device
that supports encapsulation. Within an object, code, data, or both may be private to that object or
public. 
Private code or data is known to and accessible only by another part of the object. That is, private
code or data may not be accessed by a piece of the program that exists
outside the object. When code or data is public, other parts of your program may access it even
though it is defined within an object. Typically, the public parts of an object are used to provide a
controlled interface to the private elements of the object. For all intents and purposes, an object is
a variable of a user-defined type. It may seem strange that an object that links both code and data
can be thought of as a variable. However, in object-oriented programming, this is precisely the
case. Each time you define a new type of object, you are creating a new data
type. Each specific instance of this data type is a compound variable.

MEMBER FUNCTION

Member access specifiers:
Access specifiers are used to identify access rights for the data and member functions of the 
class. There are three main types of access specifiers in C++ programming language:

private
public
protected 

A private member within a class denotes that only members of the same class have 
accessibility. The private member is inaccessible from outside the class. 
Public members are accessible from outside the class. .
A protected access specifier is a stage between private and public access. If member functions 
defined in a class are protected, they cannot be accessed from outside the class but can be 
accessed from the derived class.
Data Members :
Data members include members that are declared with any of the fundamental types, as well 
as other types, including pointer, reference, array types, bit fields, and user-defined types. 

Static members:
Class members can be declared using the storage class specifier static in the class member 
list. Only one copy of the static member is shared by all objects of a class in a program. 
When you declare an object of a class having a static member, the static member 
is not part of the class object.You access a static member by qualifying the class name using the 



::(scope resolution) operator. In the following example, you can refer to the static member 

The class specification can be done in two part : 

(i) Class definition. It describes both data members and member functions. 

(ii) Class method definitions. It describes how certain class member functions 

are coded. 

 We have already seen the class definition syntax as well as an example. 

 In C++, the member functions can be coded in two ways : 

(a) Inside class definition 

(b) Outside class definition using scope resolution operator (::) 

 The code of the function is same in both the cases, but the function header is 

different as explained below : 

4.8.1 Inside Class Definition: 

 When a member function is defined inside a class, we do not require to place a 

membership label along with the function name. We use only small functions inside the class 

definition and such functions are known as inline functions. 

 In case of inline function the compiler inserts the code of the body of the function at 

the place where it is invoked (called) and in doing so the program execution is faster but 

memory penalty is there. 

4.8.2 Outside Class Definition Using Scope Resolution Operator (::) : 

 In this case the function’s full name (qualified_name) is written as shown: 

 Name_of_the_class :: function_name 

The syntax for a member function definition outside the class definition is : 

 return_type name_of_the_class::function_name (argument list) 

 { 

 body of function 

 }  Here the operator::known as scope resolution operator helps in defining the member 

function outside the class. Earlier the scope resolution operator(::)was ised om situations where 



a global variable exists with the same name as a local variable and it identifies the global 

variable. 

Object Creation And Destruction 
 
Constructors: 
 
The main use of constructors is to initialize objects. The function of initialization is 
automatically carried out by the use of a special member function called a constructor. 
 
General Syntax of Constructor 
 
Constructor is a special member function that takes the same name as the class name. The 
syntax generally is as given below: 
 
<class name> { arguments}; 
 
The default constructor for a class X has the form 
 
X::X() 
In the above example the arguments is optional. 
The constructor is automatically invoked when an object is created. 
 
The various types of constructors are 
 Default constructors 
 Parameterized constructors 
 Copy constructors 

Copy constructor; 
One of the more important forms of an overloaded constructor is the copy constructor. 
The purpose of the copy constructor is to initialize a new object with data copied from 
another object of the same class. 
Some important points about constructors: 
 
 A constructor takes the same name as the class name. 
 The programmer cannot declare a constructor as virtual or static, nor can the 
programmer declare a constructor as const, volatile, or const volatile. 
 No return type is specified for a constructor. 
 The constructor must be defined in the public. The constructor must be a public 
member. 
 Overloading of constructors is possible. 
 
Destructors 
 
What is the use of Destructors? 
 



Destructors are also special member functions used in C++ programming language. 
Destructors have the opposite function of a constructor. The main use of destructors is to 
release dynamic allocated memory. Destructors are used to free memory, release 
resources and to perform other clean up. Destructors are automatically called when an 
object is destroyed. Like constructors, destructors also take the same name as that of the 
class name. 
 
General Syntax of Destructors 
 
~ classname(); 
 
The above is the general syntax of a destructor. In the above, the symbol tilda ~ 
represents a destructor which precedes the name of the class. 
 
Some important points about destructors: 
 
 Destructors take the same name as the class name. 
 Like the constructor, the destructor must also be defined in the public. The 
destructor must be a public member. 
 The Destructor does not take any argument which means that destructors cannot 
be overloaded. 
 No return type is specified for destructors. 

Polymorphism data abstraction: Iterators and Containers.
Generally, the ability to appear in many forms. In object-oriented programming, polymorphism 
refers to a programming language's ability to process objects differently depending on their data 
type or class. More specifically, it is the ability to redefine methods for derived classes. For 
example, given a base class shape, polymorphism enables the programmer to define different 
area methods for any number of derived classes, such as circles, rectangles and triangles. No 
matter what shape an object is, applying the area method to it will return the correct results. 
Polymorphism is considered to be a requirement of any true object-oriented programming 
language (OOPL).

Types of polymorphism

Ad hoc polymorphism

The term "ad hoc" in this context is not intended to be pejorative; it refers simply to the fact that 
this type of polymorphism is not a fundamental feature of the type system. In the example below,
the Add functions seem to work generically over various types when looking at the invocations, 
but are considered to be two entirely distinct functions by the compiler for all intents and 
purposes:

program Adhoc;
 
function Add( x, y : Integer ) : Integer;
begin
    Add := x + y
end;
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function Add( s, t : String ) : String;
begin
    Add := Concat( s, t )
end;
 
begin
    Writeln(Add(1, 2));
    Writeln(Add('Hello, ', 'World!'));
end.

In dynamically typed languages the situation can be more complex as the correct function that 
needs to be invoked might only be determinable at run time.

Implicit type conversion has also been defined as a form of polymorphism, referred to as 
"coercion polymorphism".

Parametric polymorphism

Parametric polymorphism allows a function or a data type to be written generically, so that it can 
handle values identically without depending on their type. Parametric polymorphism is a way to 
make a language more expressive, while still maintaining full static type-safety.

The concept of parametric polymorphism applies to both data types and functions. A function 
that can evaluate to or be applied to values of different types is known as a polymorphic 
function. A data type that can appear to be of a generalized type (e.g., a list with elements of 
arbitrary type) is designated polymorphic data type like the generalized type from which such 
specializations are made.

Parametric polymorphism is ubiquitous in functional programming, where it is often simply 
referred to as "polymorphism". The following example shows a parametrized list data type and 
two parametrically polymorphic functions on them:

data List a = Nil | Cons a (List a)
 
length :: List a -> Integer
length Nil         = 0
length (Cons x xs) = 1 + length xs
 
map :: (a -> b) -> List a -> List b
map f Nil         = Nil
map f (Cons x xs) = Cons (f x) (map f xs)

Parametric polymorphism is also available in several object-oriented languages, where it often 
goes under the name "generics" (for example, Java) or "templates" (C++ and D):

class List<T> {
    class Node<T> {
        T elem;
        Node<T> next;
    }
    Node<T> head;
    int length() { ... }
}
 
List<B> map(Func<A,B> f, List<A> xs) {
    ...
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}

Any parametrically polymorphic function is necessarily restricted in what it can do, working on 
the shape of the data instead of its value, leading to the concept of parametricity.

Iterators and Containers.
This is a quick summary of iterators in the Standard Template Library. For information on 
defining iterators for new containers, see here.

Iterator: a pointer-like object that can be incremented with ++, dereferenced with *, and 
compared against another iterator with !=.

Iterators are generated by STL container member functions, such as begin() and end(). Some 
containers return iterators that support only the above operations, while others return iterators 
that can move forward and backward, be compared with <, and so on.

The generic algorithms use iterators just as you use pointers in C to get elements from and store 
elements to various containers. Passing and returning iterators makes the algorithms

• more generic, because the algorithms will work for any containers, including ones you invent, as 
long as you define iterators for them

• more efficient (as discussed here)

Some algorithms can work with the minimal iterators, others may require the extra features. So a 
certain algorithm may require certain containers because only those containers can return the 
necessary kind of iterators.

An Example

Here's an example call to copy(), an algorithm that we'll use in our examples below:

copy(v.begin(), v.end(), l.begin());

copy() takes three arguments, all iterators:

• an iterator pointing to the first location to copy from

• an iterator pointing one element past to the last location to copy from

• an iterator pointing to the first location to copy into

Iterator Classes

Iterators are divided into classes. These are not real C++ classes, but simply categories of kind of
iterators. Each category specifies the operations the iterator supports. For example, some 
iterators support incrementing but not decrementing, some support dereferencing for getting data
but not for storing data, some support scalar arithmetic, i.e., adding n, and some don't. Each STL 
container defines what class of iterators it can return. Each algorithm specifies what class of 
iterators it requires. The more powerful iterator classes are usually subclasses of the weaker ones,
so if an algorithm requires a minimal iterator, it will work just fine with an iterator with more 
power.

InputIterator is a useful but limited class of iterators. If iter is an InputIterator, you can use:

• ++iter and iter++ to increment it, i.e., advance the pointer to the next element

• *iter to dereference it, i.e., get the element pointed to
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• == and != to compare it another iterator (typically the "end" iterator)

All containers can return at least this level of iterator. Here's typical code that prints out 
everything in a vector:

vector<int> v;
vector<int>::iterator iter;

 
v.push_back(1);
v.push_back(2);
v.push_back(3);

for (iter = v.begin(); iter != v.end(); iter++)
  cout << (*iter) << endl;

This is called an input iterator because you can only use it to "read" data from a container. You 
can't use it to store data, that is,

*iter = 4;

is illegal if iter is no more than an input iterator. It will work for the iterator above because 
vectors return iterators more powerful than just input iterators. But if iter were an istream iterator 
(discussed shortly), then the above restriction would apply.

OutputIterator is another limited class of iterators, basically the opposite of InputIterator. If iter is an 
OutputIterator, you can use:

• ++iter and iter++ to increment it, i.e., advance the pointer to the next element

• *iter = ... to store data in the location pointed to

Output iterators are only for storing. If something is no more an output iterator, you can't read 
from it with *iter, nor can you test it with == and !=.

But there are two very useful subclasses of OutputIterator:

• insert operators

• ostream iterators

Container : If the container already exists and generate() is returning a subset of the elements in
it, e.g., all the odd numbers, then the thing to do is to 

• pass generate() iterators pointing to the start and end, as usual, and

• have generate() return an iterator pointing to the first answer, if any, else the end iterator

The template for this kind of definition is simple:

template <class Iter >
Iter generate( Iter start, Iter stop )
{ Iter temp; 
  ...set temp to first answer ...
  return temp; 
}

The following loop would then get the answers and print or store them, as desired:

vector<int> nums;
...
vector<int>::iterator ans
  = generate( nums.begin(), nums.end() );



while ( ans != nums.end() ) {
  process ans
  ans = generate( ans, nums.end() );
} 

If the container does not exist, you have to be a little smarter. In particular, both of the 
following are very bad (and won't even compile without some more work):

template <class Container>
Container & generate()
{ 
  Container temp; 
  ... 
  return temp; 
}
template <class Container>
Container::iterator generate()
{ 
  Container temp; 
  ... 
  return temp.begin(); 
}

Both of these return references to temp which no longer exists when generate() exits.

The following is better

template <class Container>
Container * generate()
{ 
  Container *temp = new Container(); 
  ... 
  return temp; 
}

In other words, don't have any container in generate() at all. Just pass generate() an iterator to store 
answers in. As before, what container to use (if any) is up to the calling code. Two ways we 
could call generate() are:

generate( back_inserter( v ) ); // stores answers in v
 
generate( ostream_iterator<type>( cout, "\n" ) ); //print answers
 

As before, by using iterators, we have made generate() far more useful and general and efficient 
than any version that takes or returns containers.



UNIT – III

ADVANCED PROGRAMMING

Templates

Templates are a feature of the C++ programming language that allows functions and classes to 
operate with generic types. This allows a function or class to work on many different data types 
without being rewritten for each one.

Templates are of great utility to programmers in C++, especially when combined with multiple 
inheritance and operator overloading. The C++ Standard Library provides many useful functions 
within a framework of connected templates.

There are three kinds of templates: function templates, class templates and variable templates 
(the last one since C++14).

Function templates

A function template behaves like a function except that the template can have arguments of many
different types (see example). In other words, a function template represents a family of 
functions. The format for declaring function templates with type parameters is

template <class    identifier> function_declaration;
template <typename identifier> function_declaration;

Both expressions have exactly the same meaning and behave exactly the same way. The latter 
form was introduced to avoid confusion because a type parameter does not need to be a class, it 
may also be a basic type like int or double

For example, the C++ Standard Library contains the function template max(x, y) which returns 
either x or y, whichever is larger. max() could be defined with the following template:

template <typename Type>
Type max(Type a, Type b) {
    return a > b ? a : b;
}

This single function definition works with many data types. Although usage of a function 
template saves space in the source code file (in addition to limiting changes to one function 
description) versus separate functions written for various datatypes, it does not produce smaller 
object code than would occur from separate non-templated versions of a function written for 
different types. For example, if a program uses an int and a double version of the max() function 
template shown above, the compiler will create an object code version of max() that takes ints 
and an object code version that takes doubles. The compiler output will be identical to what 
would have been produced if the source code contained two non-templated versions of max(), 
one written to handle ints and one written to handle doubles.

#include <iostream>
 
int main()
{
  // This will call max <int> (by argument deduction)
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  std::cout << max(3, 7) << std::endl;
  // This will call max<double> (by argument deduction)
  std::cout << max(3.0, 7.0) << std::endl;
  // This type is ambiguous, so explicitly instantiate max<double>
  std::cout << max<double>(3, 7.0) << std::endl;
  return 0;
}

In the first two cases, the template argument Type is automatically deduced by the compiler to be
int and double, respectively. In the third case deduction fails because the type of the parameters 
must in general match the template arguments exactly. This function template can be instantiated 
with any copy-constructible type for which the expression (y < x) is valid. For user-defined 
types, this implies that the greater-than operator must be overloaded.

Class templates

A class template provides a specification for generating classes based on parameters. Class 
templates are generally used to implement containers. A class template is instantiated by passing 
a given set of types to it as template arguments. The C++ Standard Library contains many class 
templates, in particular the containers adapted from the Standard Template Library, such as 
vector.

Template specialization

When a function or class is instantiated from a template, a specialization of that template is 
created by the compiler for the set of arguments used, and the specialization is referred to as 
being a generated specialization.

Generic Programming
Initially, the concept of templates was not included in some languages, such as Java and C# 1.0. 
Java's adoption of generics mimics the behaviour of templates, but is technically different. C# 
added generics (parameterized types) in .NET 2.0. The generics in Ada predate C++ templates.

Some of the advanced template features utilized by libraries such as Boost and STLSoft, and 
implementations of the STL itself, for template metaprogramming (explicit or partial 
specialization, default template arguments, template non-type arguments, template template 
arguments, ...) are not available with generics.

The D programming language attempts to build on C++ redesigning a better template system.[4] A
significant addition is the inclusion of the static if statement, which allows conditional 
compilation of code based on any information known at compile time. For example:

template factorial(ulong n)
{
    static if( n <= 1 )
        const factorial = 1;
    else
        const factorial = n * factorial!(n-1);
};

D's CTFE (Compile time function execution) feature enables the same thing :

ulong factorial(ulong n)
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{
    if(n <= 1)
        return 1;
    else
        return n * factorial(n - 1);
}
 
void main()
{
    ulong foo = factorial(4); // known at run-time
    static foo2 = factorial(4); // known at compile-time
}

Also note that the !() delimiters are used rather than the <> delimiters. This prevents ambiguity 
in the parsing of templates.

Other significant features include typesafe variadic template functions.

// Simple example, assumes all arguments are of the same type.
T[0] max(T...)(T args) {
    static assert(args.length > 1, "Insufficient arguments.");
    // T[0] is the type of the first argument,
    // args[0] is the first argument.
    T[0] max = args[0];
    // Tuple can be iterated over and sliced like an array.
    foreach (arg; args[1 .. $])
        if (arg > max)
            max = arg;
    return max;
}

This function will work for any number of arguments, with the foreach iteration over the tuple of
arguments expanded at compile time.

D templates allow a simple form of Constraints too. They can be expressed as an arbitrarily 
complex predicate that must evaluate at compile time. If it's true the template is a match for the 
arguments, otherwise the template is ignored during overload matching.[5]

template Foo(int N) if (N & 1)    {...} // A
template Foo(int N) if (!(N & 1)) {...} // B
 
Foo!(3)    // Instantiates A
Foo!(64)   // Instantiates B
 
template Bar(T) if (isFloatingPoint!T) {...}
 
Bar!(3.5) // Instantiates Bar
Bar!(3)   // Fails

Something similar can be done in C++ with Boost enable_if, or with the std::enable_if 
introduced in C++11.
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In C++ templates, the compile-time cases are performed by pattern matching over the template 
arguments, so the Factorial template's base case is implemented by matching 0 rather than with 
an inequality test, which is unavailable:

// Induction
 
template <int N> 
struct Factorial {
  static const int value = N * Factorial<N - 1>::value;
};
 
// Base case via template specialization:
 
template <>
struct Factorial<0> {
  static const int value = 1;
};

With these definitions, one can compute, say 6! at compile time using the expression 
Factorial<6>::value

STL-Inheritance

The Standard Library is a fundamental part of the C++ Standard. It provides C++ programmers 
with a comprehensive set of efficiently implemented tools and facilities that can be used for most
types of applications.

Containers and Iterators

Pop quiz: What do arrays and linked lists have in common?

a) Nothing
b) Some features
c) Everything

In particular, let's take a look at a simple algorithm and try to implement it using arrays and using
linked lists. So, given a group of elements (say, integer values, to keep this example as simple as 
possible), we want to find the highest element.

A way of doing this would be to have a variable (say, HIGH) where we store the first element, 
and then, for each other element in the group, if its value is higher than HIGH, then we assign 
HIGH with the value of that particular element. The pseudo-code for this algorithm could be as 
follows:

HIGH = first element
current_element = second element
while current_element is within the group of elements
   if current_element > HIGH, then HIGH = current_element
Advance to the next element
end while 



Notice that this pseudo-coded algorithm is valid for a group of elements, regardless how exactly 
those elements are stored (of course, provided that we are able to perform the required tests). 
Let's try to implement it for both linked lists and arrays:

Linked lists:

struct Element // This is an extremely simplified definition,
{              // but enough for this example.
   int value;
   struct Element * next;
};

int high = list->value; // list points to the first element

struct Element * current = list->next; 
                       // refers (points) to second element

while (current != NULL) // test if within the group of elements
{
   if (current->value > high)
   {
      high = current->value;
   }
   current = current->next; // Advance to next element
}

Arrays:

int high = *array;
int * one_past_end = array + size;
int * current = array + 1;   // starts at second element

while (current != one_past_end) // test if within the group of elements
{
   if (*current > high)
   {
      high = *current;
   }
   current++;     // Advance to the next element
}

There is one important detail that makes the two examples conceptually identical: in this case, 
both data structures (array and linked list) are treated as a sequential group of elements; in both 
cases, the operations required are:

1. point to a particular element
2. access the element that is pointed
3. point to the next element
4. test if we are pointing within the group of elements



INHERITANCE

Inheritance is the process by which objects of one class acquired the properties of objects of 
another classes. It supports the concept of  hierarchical classification. 
For example, 
the bird, ‘robin’ is a part of class ‘flying bird’ which is again a part of the class ‘bird’. 
In OOP, the concept of inheritance provides the idea of reusability. This means that we can add 
additional features to an existing class without modifying it. This is Possible by deriving a new 
class from the existing one. The new class will have the combined feature  of both the classes. 

OOP USING C++

UNIT IV

OVERVIEW OF JAVA

Variables are nothing but reserved memory locations to store values. This means that when 
you create a variable you reserve some space in memory.

Based on the data type of a variable, the operating system allocates memory and decides what
can be stored in the reserved memory. Therefore, by assigning different data types to 
variables, you can store integers, decimals, or characters in these variables.

There are two data types available in Java:

Primitive Data Types

Reference/Object Data Types

Primitive Data Types:

There are eight primitive data types supported by Java. Primitive data types are predefined by 
the language and named by a keyword. Let us now look into detail about the eight primitive 
data types.

byte:

Byte data type is an 8-bit signed two's complement integer.

Minimum value is -128 (-2^7)

Maximum value is 127 (inclusive)(2^7 -1)

Default value is 0

Byte data type is used to save space in large arrays, mainly in place of integers, since 
a byte is four times smaller than an int.



Example: byte a = 100 , byte b = -50

short:

Short data type is a 16-bit signed two's complement integer.

Minimum value is -32,768 (-2^15)

Maximum value is 32,767 (inclusive) (2^15 -1)

Short data type can also be used to save memory as byte data type. A short is 2 times 
smaller than an int default value is 0.

Example: short s = 10000, short r = -20000

int:

Int data type is a 32-bit signed two's complement integer. 

Minimum value is - 2,147,483,648.(-2^31)

Maximum value is 2,147,483,647(inclusive).(2^31 -1)

Int is generally used as the default data type for integral values unless there is a concern 
about memory.

The default value is 0.

Example: int a = 100000, int b = -200000

long:

Long data type is a 64-bit signed two's complement integer. 

Minimum value is -9,223,372,036,854,775,808.(-2^63)

Maximum value is 9,223,372,036,854,775,807 (inclusive). (2^63 -1) 

This type is used when a wider range than int is needed.

Default value is 0L.

Example: long a = 100000L, int b = -200000L

float:

Float data type is a single-precision 32-bit IEEE 754 floating point.



Float is mainly used to save memory in large arrays of floating point numbers. Default 

value is 0.0f.

Float data type is never used for precise values such as currency. 

Example: float f1 = 234.5f

boolean:

boolean data type represents one bit of information.

There are only two possible values: true and false.

This data type is used for simple flags that track true/false conditions.

Default value is false.

Example: boolean one = true

char:

char data type is a single 16-bit Unicode character.

Minimum value is '\u0000' (or 0).

Maximum value is '\uffff' (or 65,535 inclusive).

Char data type is used to store any character.

Example: char letterA ='A'

Reference Data Types:

Reference variables are created using defined constructors of the classes. They are
used to  access objects.  These variables are declared to  be of a  specific type that
cannot be changed. For example, Employee, Puppy etc.

Class objects, and various type of array variables come under reference data type.

Default value of any reference variable is null.

A reference variable can be used to refer to any object of the declared type or any 
compatible type.



Example: Animal animal = new Animal("giraffe");

Java Literals:

A literal is a source code representation of a fixed value. They are represented directly in the 
code without any computation.

Literals can be assigned to any primitive type variable. For example:

byte, int, long, and short can be expressed in decimal(base 10), hexadecimal(base 16) or 
octal(base 8) number systems as well.

VARIABLES

A variable provides us with named storage that our programs can manipulate. Each variable in 
Java has a specific type, which determines the size and layout of the variable's memory; the 
range of values that can be stored within that memory; and the set of operations that can be 
applied to the variable.

You must declare all variables before they can be used. The basic form of a variable declaration 
is shown here:

data type variable [ = value][, variable [= value] ...] ;

Here data type is one of Java's datatypes and variable is the name of the variable. To declare 
more than one variable of the specified type, you can use a comma-separated list.

Following are valid examples of variable declaration and initialization in Java:

int a, b, c;         // Declares three ints, a, b, and c.
int a = 10, b = 10;  // Example of initialization
byte B = 22;         // initializes a byte type variable B.
double pi = 3.14159; // declares and assigns a value of PI.
char a = 'a';        // the char variable a iis initialized with value 'a'

This chapter will explain various variable types available in Java Language. There are three 
kinds of variables in Java:

• Local variables 

• Instance variables 

• Class/static variables

Local variables:

• Local variables are declared in methods, constructors, or blocks.

• Local variables are created when the method, constructor or block is entered and the 
variable will be destroyed once it exits the method, constructor or block.

• Access modifiers cannot be used for local variables.

• Local variables are visible only within the declared method, constructor or block.

• Local variables are implemented at stack level internally.



• There is no default value for local variables so local variables should be declared and an 
initial value should be assigned before the first use.

Instance variables:

• Instance variables are declared in a class, but outside a method, constructor or any block.

• When a space is allocated for an object in the heap, a slot for each instance variable value
is created.

• Instance variables are created when an object is created with the use of the keyword 'new'
and destroyed when the object is destroyed.

• Instance variables hold values that must be referenced by more than one method, 
constructor or block, or essential parts of an object's state that must be present throughout
the class.

• Instance variables can be declared in class level before or after use.

• Access modifiers can be given for instance variables.

• The instance variables are visible for all methods, constructors and block in the class. 
Normally, it is recommended to make these variables private (access level). However 
visibility for subclasses can be given for these variables with the use of access modifiers.

• Instance variables have default values. For numbers the default value is 0, for Booleans it
is false and for object references it is null. Values can be assigned during the declaration 
or within the constructor.

• Instance variables can be accessed directly by calling the variable name inside the class. 
However within static methods and different class ( when instance variables are given 
accessibility) should be called using the fully qualified name . 
ObjectReference.VariableName.

Class/static variables:

• Class variables also known as static variables are declared with the static keyword in a 
class, but outside a method, constructor or a block. 

• There would only be one copy of each class variable per class, regardless of how many 
objects are created from it.

• Static variables are rarely used other than being declared as constants. Constants are 
variables that are declared as public/private, final and static. Constant variables never 
change from their initial value.

• Static variables are stored in static memory. It is rare to use static variables other than 
declared final and used as either public or private constants.

• Static variables are created when the program starts and destroyed when the program 
stops.

• Visibility is similar to instance variables. However, most static variables are declared 
public since they must be available for users of the class.



• Default values are same as instance variables. For numbers, the default value is 0; for 
Booleans, it is false; and for object references, it is null. Values can be assigned during 
the declaration or within the constructor. Additionally values can be assigned in special 
static initializer blocks.

• Static variables can be accessed by calling with the class name . 
ClassName.VariableName.

• When declaring class variables as public static final, then variables names (constants) are 
all in upper case. If the static variables are not public and final the naming syntax is the 
same as instance and local variables.

ARRAYS

Java provides a data structure, the array, which stores a fixed-size sequential collection 
of elements of the same type. An array is used to store a collection of data, but it is often more 
useful to think of an array as a collection of variables of the same type.

Instead of declaring individual variables, such as number0, number1, ..., and number99, you 
declare one array variable such as numbers and use numbers[0], numbers[1], and ..., 
numbers[99] to represent individual variables.

This tutorial introduces how to declare array variables, create arrays, and process arrays using 
indexed variables.

Declaring Array Variables:

To use an array in a program, you must declare a variable to reference the array, and you must 
specify the type of array the variable can reference. Here is the syntax for declaring an array 
variable:

dataType[] arrayRefVar;   // preferred way.

or

dataType arrayRefVar[];  //  works but not preferred way.

Note: The style dataType[] arrayRefVar is preferred. The style dataType arrayRefVar[] 
comes from the C/C++ language and was adopted in Java to accommodate C/C++ programmers.

Example:

The following code snippets are examples of this syntax:

double[] myList;         // preferred way.

or

double myList[];         //  works but not preferred way.

Creating Arrays:

You can create an array by using the new operator with the following syntax:

arrayRefVar = new dataType[arraySize];

The above statement does two things: 



• It creates an array using new dataType[arraySize]; 

• It assigns the reference of the newly created array to the variable arrayRefVar.

Declaring an array variable, creating an array, and assigning the reference of the array to the 
variable can be combined in one statement, as shown below:

dataType[] arrayRefVar = new dataType[arraySize];

Alternatively you can create arrays as follows:

dataType[] arrayRefVar = {value0, value1, ..., valuek};

The array elements are accessed through the index. Array indices are 0-based; that is, they start 
from 0 to arrayRefVar.length-1.

Example:

Following statement declares an array variable, myList, creates an array of 10 elements of double
type and assigns its reference to myList:

double[] myList = new double[10];

Following picture represents array myList. Here, myList holds ten double values and the indices 
are from 0 to 9.

Processing Arrays:

When processing array elements, we often use either for loop or foreach loop because all of the 
elements in an array are of the same type and the size of the array is known.

Operators

Java provides a rich set of operators to manipulate variables. We can divide all the Java operators
into the following groups:

• Arithmetic Operators

• Relational Operators

• Bitwise Operators

• Logical Operators



• Assignment Operators

• Misc Operators

The Arithmetic Operators:

Arithmetic operators are used in mathematical expressions in the same way that they are used in 
algebra. The following table lists the arithmetic operators:

Assume integer variable A holds 10 and variable B holds 20, then:

The Relational Operators:

There are following relational operators supported by Java language

Assume variable A holds 10 and variable B holds 20, then:

Show Examples

Operator Description Example

==
Checks if the values of two operands are equal or not, if yes then 
condition becomes true.

(A == B) is not true. 

!=
Checks if the values of two operands are equal or not, if values are not 
equal then condition becomes true.

(A != B) is true. 

>
Checks if the value of left operand is greater than the value of right 
operand, if yes then condition becomes true.

(A > B) is not true. 

<
Checks if the value of left operand is less than the value of right operand, 
if yes then condition becomes true.

(A < B) is true. 

>=
Checks if the value of left operand is greater than or equal to the value of 
right operand, if yes then condition becomes true.

(A >= B) is not true. 

<=
Checks if the value of left operand is less than or equal to the value of 
right operand, if yes then condition becomes true.

(A <= B) is true. 

The Bitwise Operators:

Java defines several bitwise operators, which can be applied to the integer types, long, int, short, 
char, and byte.

Bitwise operator works on bits and performs bit-by-bit operation. Assume if a = 60; and b = 13; 
now in binary format they will be as follows:

a = 0011 1100

b = 0000 1101

The following table lists the bitwise operators:
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Assume integer variable A holds 60 and variable B holds 13 then:

Operator Description Example

&
Binary AND Operator copies a bit to the result if it exists in both 
operands. 

(A & B) will give 12
which is 0000 1100

| Binary OR Operator copies a bit if it exists in either operand. 
(A | B) will give 61 
which is 0011 1101

^
Binary XOR Operator copies the bit if it is set in one operand but not 
both. 

(A ^ B) will give 49 
which is 0011 0001

~
Binary Ones Complement Operator is unary and has the effect of 'flipping'
bits. 

(~A ) will give -61 
which is 1100 0011 
in 2's complement 
form due to a signed
binary number.

<<
Binary Left Shift Operator. The left operands value is moved left by the 
number of bits specified by the right operand. 

A << 2 will give 240
which is 1111 0000

>>
Binary Right Shift Operator. The left operands value is moved right by the
number of bits specified by the right operand. 

A >> 2 will give 15 
which is 1111

>>>
Shift right zero fill operator. The left operands value is moved right by the
number of bits specified by the right operand and shifted values are filled 
up with zeros. 

A >>>2 will give 15 
which is 0000 1111

The Logical Operators:

The following table lists the logical operators:

Assume Boolean variables A holds true and variable B holds false, then:

Operator Description Example

&&
Called Logical AND operator. If both the operands are non-zero, then the 
condition becomes true.

(A && B) is false. 

||
Called Logical OR Operator. If any of the two operands are non-zero, then
the condition becomes true.

(A || B) is true. 

!
Called Logical NOT Operator. Use to reverses the logical state of its 
operand. If a condition is true then Logical NOT operator will make false.

!(A && B) is true. 



The Assignment Operators:

There are following assignment operators supported by Java language:

Show Examples

Conditional Operator ( ? : ):

Conditional operator is also known as the ternary operator. This operator consists of three 
operands and is used to evaluate Boolean expressions. The goal of the operator is to decide 
which value should be assigned to the variable. The operator is written as:

variable x = (expression) ? value if true : value if false

Following is the example:

public class Test {

   public static void main(String args[]){
      int a , b;
      a = 10;
      b = (a == 1) ? 20: 30;
      System.out.println( "Value of b is : " +  b );

      b = (a == 10) ? 20: 30;
      System.out.println( "Value of b is : " + b );
   }
}

This would produce the following result:

Value of b is : 30
Value of b is : 20

instanceof Operator:

This operator is used only for object reference variables. The operator checks whether the object 
is of a particular type(class type or interface type). instanceof operator is wriiten as:

( Object reference variable ) instanceof  (class/interface type)

If the object referred by the variable on the left side of the operator passes the IS-A check for the 
class/interface type on the right side, then the result will be true. Following is the example:

public class Test {

   public static void main(String args[]){
      String name = "James";
      // following will return true since name is type of String
      boolean result = name instanceof String;  
      System.out.println( result );
   }
}

This would produce the following result:

true
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This operator will still return true if the object being compared is the assignment compatible with
the type on the right. Following is one more example:

class Vehicle {}

public class Car extends Vehicle {
   public static void main(String args[]){
      Vehicle a = new Car();
      boolean result =  a instanceof Car;
      System.out.println( result );
   }
}

This would produce the following result:

true

Precedence of Java Operators:

Operator precedence determines the grouping of terms in an expression. This affects how an 
expression is evaluated. Certain operators have higher precedence than others; for example, the 
multiplication operator has higher precedence than the addition operator:

For example, x = 7 + 3 * 2; here x is assigned 13, not 20 because operator * has higher 
precedence than +, so it first gets multiplied with 3*2 and then adds into 7.

Here, operators with the highest precedence appear at the top of the table, those with the lowest 
appear at the bottom. Within an expression, higher precedence operators will be evaluated first.

Category Operator Associativity 

Postfix () [] . (dot operator) Left to right 

Unary ++ - - ! ~ Right to left 

Multiplicative  * / % Left to right 

Additive  + - Left to right 

Shift  >> >>> <<  Left to right 

Relational  > >= < <=  Left to right 

Equality  == != Left to right 

Bitwise AND & Left to right 

Bitwise XOR ^ Left to right 

CONTROL STATEMENTS

There may be a situation when we need to execute a block of code several number of times, and 
is often referred to as a loop. 

Java has very flexible three looping mechanisms. You can use one of the following three loops:

• while Loop



• do...while Loop

• for Loop

The while Loop:

A while loop is a control structure that allows you to repeat a task a certain number of times.

Syntax:

The syntax of a while loop is:

while(Boolean_expression)
{
   //Statements
}

When executing, if the boolean_expression result is true, then the actions inside the loop will be 
executed. This will continue as long as the expression result is true.

Here, key point of the while loop is that the loop might not ever run. When the expression is 
tested and the result is false, the loop body will be skipped and the first statement after the while 
loop will be executed.

Example:
public class Test {

   public static void main(String args[]) {
      int x = 10;

      while( x < 20 ) {
         System.out.print("value of x : " + x );
         x++;
         System.out.print("\n");
      }
   }
}

This would produce the following result:

value of x : 10
value of x : 11
value of x : 12
value of x : 13
value of x : 14
value of x : 15
value of x : 16
value of x : 17
value of x : 18
value of x : 19

The do...while Loop:

A do...while loop is similar to a while loop, except that a do...while loop is guaranteed to execute
at least one time.



Syntax:

The syntax of a do...while loop is:

do
{
   //Statements
}while(Boolean_expression);

Notice that the Boolean expression appears at the end of the loop, so the statements in the loop 
execute once before the Boolean is tested.

If the Boolean expression is true, the flow of control jumps back up to do, and the statements in 
the loop execute again. This process repeats until the Boolean expression is false.

The for Loop:

A for loop is a repetition control structure that allows you to efficiently write a loop that needs to 
execute a specific number of times.

A for loop is useful when you know how many times a task is to be repeated.

Syntax:

The syntax of a for loop is:

for(initialization; Boolean_expression; update)
{
   //Statements
}

Here is the flow of control in a for loop:

• The initialization step is executed first, and only once. This step allows you to declare and
initialize any loop control variables. You are not required to put a statement here, as long 
as a semicolon appears.

• Next, the Boolean expression is evaluated. If it is true, the body of the loop is executed. If
it is false, the body of the loop does not execute and flow of control jumps to the next 
statement past the for loop.

• After the body of the for loop executes, the flow of control jumps back up to the update 
statement. This statement allows you to update any loop control variables. This statement 
can be left blank, as long as a semicolon appears after the Boolean expression.

• The Boolean expression is now evaluated again. If it is true, the loop executes and the 
process repeats itself (body of loop, then update step, then Boolean expression). After the 
Boolean expression is false, the for loop terminates.

Enhanced for loop in Java:

As of Java 5, the enhanced for loop was introduced. This is mainly used for Arrays.

Syntax:

The syntax of enhanced for loop is:

for(declaration : expression)



{
   //Statements
}

• Declaration: The newly declared block variable, which is of a type compatible with the 
elements of the array you are accessing. The variable will be available within the for 
block and its value would be the same as the current array element.

• Expression: This evaluates to the array you need to loop through. The expression can be 
an array variable or method call that returns an array.

The break Keyword:

The break keyword is used to stop the entire loop. The break keyword must be used inside any 
loop or a switch statement.

The break keyword will stop the execution of the innermost loop and start executing the next line
of code after the block.

Syntax:

The syntax of a break is a single statement inside any loop:

break;

The continue Keyword:

The continue keyword can be used in any of the loop control structures. It causes the loop to 
immediately jump to the next iteration of the loop.

• In a for loop, the continue keyword causes flow of control to immediately jump to the 
update statement.

• In a while loop or do/while loop, flow of control immediately jumps to the Boolean 
expression.

Syntax:

The syntax of a continue is a single statement inside any loop:

continue;

CLASSES AND OBJECTS

Java is an Object-Oriented Language. As a language that has the Object Oriented feature, Java 
supports the following fundamental concepts:

• Polymorphism

• Inheritance

• Encapsulation

• Abstraction

• Classes

• Objects

• Instance



• Method

• Message Parsing

In this chapter, we will look into the concepts Classes and Objects.

• Object - Objects have states and behaviors. Example: A dog has states - color, name, 
breed as well as behaviors -wagging, barking, eating. An object is an instance of a class. 

• Class - A class can be defined as a template/blue print that describes the behaviors/states 
that object of its type support.

Objects in Java:

Let us now look deep into what are objects. If we consider the real-world we can find many 
objects around us, Cars, Dogs, Humans, etc. All these objects have a state and behavior.

If we consider a dog, then its state is - name, breed, color, and the behavior is - barking, wagging,
running

If you compare the software object with a real world object, they have very similar 
characteristics.

Software objects also have a state and behavior. A software object's state is stored in fields and 
behavior is shown via methods.

So in software development, methods operate on the internal state of an object and the 
object-to-object communication is done via methods.

Classes in Java:

A class is a blue print from which individual objects are created.

A sample of a class is given below:

public class Dog{
   String breed;
   int age;
   String color;

   void barking(){
   }
   
   void hungry(){
   }
   
   void sleeping(){
   }
}

A class can contain any of the following variable types.

• Local variables: Variables defined inside methods, constructors or blocks are called local
variables. The variable will be declared and initialized within the method and the variable
will be destroyed when the method has completed.



• Instance variables: Instance variables are variables within a class but outside any 
method. These variables are instantiated when the class is loaded. Instance variables can 
be accessed from inside any method, constructor or blocks of that particular class.

• Class variables: Class variables are variables declared with in a class, outside any 
method, with the static keyword.

A class can have any number of methods to access the value of various kinds of methods. In the 
above example, barking(), hungry() and sleeping() are methods.

Below mentioned are some of the important topics that need to be discussed when looking into 
classes of the Java Language.

Constructors:

When discussing about classes, one of the most important sub topic would be constructors. Every
class has a constructor. If we do not explicitly write a constructor for a class the Java compiler 
builds a default constructor for that class.

Each time a new object is created, at least one constructor will be invoked. The main rule of 
constructors is that they should have the same name as the class. A class can have more than one 
constructor.

Example of a constructor is given below:

public class Puppy{
   public Puppy(){
   }

   public Puppy(String name){
      // This constructor has one parameter, name.
   }
}

Java also supports Singleton Classes where you would be able to create only one instance of a 
class.

Creating an Object:

As mentioned previously, a class provides the blueprints for objects. So basically an object is 
created from a class. In Java, the new key word is used to create new objects. 

There are three steps when creating an object from a class:

• Declaration: A variable declaration with a variable name with an object type.

• Instantiation: The 'new' key word is used to create the object.

• Initialization: The 'new' keyword is followed by a call to a constructor. This call 
initializes the new object.

Example of creating an object is given below:

public class Puppy{

   public Puppy(String name){
      // This constructor has one parameter, name.
      System.out.println("Passed Name is :" + name ); 
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   }
   public static void main(String []args){
      // Following statement would create an object myPuppy
      Puppy myPuppy = new Puppy( "tommy" );
   }
}

If we compile and run the above program, then it would produce the following result:

Passed Name is :tommy

Accessing Instance Variables and Methods:

Instance variables and methods are accessed via created objects. To access an instance variable 
the fully qualified path should be as follows:

/* First create an object */
ObjectReference = new Constructor();

/* Now call a variable as follows */
ObjectReference.variableName;

/* Now you can call a class method as follows */
ObjectReference.MethodName();

Source file declaration rules:

As the last part of this section let's now look into the source file declaration rules. These rules are
essential when declaring classes, import statements and package statements in a source file.

• There can be only one public class per source file.

• A source file can have multiple non public classes.

• The public class name should be the name of the source file as well which should be 
appended by .java at the end. For example : The class name is . public class Employee{} 
Then the source file should be as Employee.java.

• If the class is defined inside a package, then the package statement should be the first 
statement in the source file.

• If import statements are present then they must be written between the package statement 
and the class declaration. If there are no package statements then the import statement 
should be the first line in the source file. 

• Import and package statements will imply to all the classes present in the source file. It is 
not possible to declare different import and/or package statements to different classes in 
the source file.

Classes have several access levels and there are different types of classes; abstract classes, final 
classes, etc. I will be explaining about all these in the access modifiers chapter.

Apart from the above mentioned types of classes, Java also has some special classes called Inner 
classes and Anonymous classes.

METHODS



A Java method is a collection of statements that are grouped together to perform an operation. 
When you call the System.out.println method, for example, the system actually executes several 
statements in order to display a message on the console.

Now you will learn how to create your own methods with or without return values, invoke a 
method with or without parameters, overload methods using the same names, and apply method 
abstraction in the program design.

Creating Method:

Considering the following example to explain the syntax of a method:

public static int funcName(int a, int b) {
  // body
}

Here, 

• public static : modifier.

• int: return type

• funcName: function name

• a, b: formal parameters

• int a, int b: list of parameters

Methods are also known as Procedures or Functions:

• Procedures: They don't return any value.

• Functions: They return value.

Method definition consists of a method header and a method body. The same is shown below: 

modifier returnType nameOfMethod (Parameter List) {
 // method body
}

The syntax shown above includes:

• modifier: It defines the access type of the method and it is optional to use.

• returnType: Method may return a value. 

• nameOfMethod: This is the method name. The method signature consists of the method 
name and the parameter list.

• Parameter List: The list of parameters, it is the type, order, and number of parameters of
a method. These are optional, method may contain zero parameters.

• method body: The method body defines what the method does with statements.

Method Calling:

For using a method, it should be called. There are two ways in which a method is called i.e. 
method returns a value or returning nothing (no return value).



The process of method calling is simple. When a program invokes a method, the program control
gets transferred to the called method. This called method then returns control to the caller in two 
conditions, when: 

• return statement is executed.

• reaches the method ending closing brace.

The methods returning void is considered as call to a statement. Lets consider an example:

System.out.println("This is tutorialspoint.com!");

The method returning value can be understood by the following example:

int result = sum(6, 9);

Example:

Following is the example to demonstrate how to define a method and how to call it:

public class ExampleMinNumber{
   
   public static void main(String[] args) {
      int a = 11;
      int b = 6;
      int c = minFunction(a, b);
      System.out.println("Minimum Value = " + c);
   }

   /** returns the minimum of two numbers */
   public static int minFunction(int n1, int n2) {
      int min;
      if (n1 > n2)
         min = n2;
      else
         min = n1;

      return min; 
   }
}

This would produce the following result:

Minimum value = 6

The void Keyword:

The void keyword allows us to create methods which do not return a value. Here, in the 
following example we're considering a void method methodRankPoints. This method is a void 
method which does not return any value. Call to a void method must be a statement i.e. 
methodRankPoints(255.7);. It is a Java statement which ends with a semicolon as shown below.

Example:
public class ExampleVoid {

   public static void main(String[] args) {
      methodRankPoints(255.7);
   }



   public static void methodRankPoints(double points) {
      if (points >= 202.5) {
         System.out.println("Rank:A1");
      }
      else if (points >= 122.4) {
         System.out.println("Rank:A2");
      }
      else {
         System.out.println("Rank:A3");
      }
   }
}

This would produce the following result:

Rank:A1

Passing Parameters by Value:

While working under calling process, arguments is to be passed. These should be in the same 
order as their respective parameters in the method specification. Parameters can be passed by 
value or by reference.

Passing Parameters by Value means calling a method with a parameter. Through this the 
argument value is passed to the parameter.

Method Overloading:

When a class has two or more methods by same name but different parameters, it is known as 
method overloading. It is different from overriding. In overriding a method has same method 
name, type, number of parameters etc.

Lets consider the example shown before for finding minimum numbers of integer type. If, lets 
say we want to find minimum number of double type. Then the concept of Overloading will be 
introduced to create two or more methods with the same name but different parameters.

Overloading methods makes program readable. Here, two methods are given same name but 
with different parameters. The minimum number from integer and double types is the result.

Using Command-Line Arguments:

Sometimes you will want to pass information into a program when you run it. This is 
accomplished by passing command-line arguments to main( ).

A command-line argument is the information that directly follows the program's name on the 
command line when it is executed. To access the command-line arguments inside a Java program
is quite easy.they are stored as strings in the String array passed to main( ).

The Constructors:

A constructor initializes an object when it is created. It has the same name as its class and is 
syntactically similar to a method. However, constructors have no explicit return type.

Typically, you will use a constructor to give initial values to the instance variables defined by the
class, or to perform any other startup procedures required to create a fully formed object.



All classes have constructors, whether you define one or not, because Java automatically 
provides a default constructor that initializes all member variables to zero. However, once you 
define your own constructor, the default constructor is no longer used.

Most often, you will need a constructor that accepts one or more parameters. Parameters are 
added to a constructor in the same way that they are added to a method, just declare them inside 
the parentheses after the constructor's name.

Variable Arguments(var-args):

JDK 1.5 enables you to pass a variable number of arguments of the same type to a method. The 
parameter in the method is declared as follows:

typeName... parameterName

In the method declaration, you specify the type followed by an ellipsis (...) Only one 
variable-length parameter may be specified in a method, and this parameter must be the last 
parameter. Any regular parameters must precede it.

The finalize( ) Method:

It is possible to define a method that will be called just before an object's final destruction by the 
garbage collector. This method is called finalize( ), and it can be used to ensure that an object 
terminates cleanly.

For example, you might use finalize( ) to make sure that an open file owned by that object is 
closed.

To add a finalizer to a class, you simply define the finalize( ) method. The Java runtime calls that
method whenever it is about to recycle an object of that class.

Inside the finalize( ) method, you will specify those actions that must be performed before an 
object is destroyed.

The finalize( ) method has this general form:

protected void finalize( )
{
   // finalization code here
}

Here, the keyword protected is a specifier that prevents access to finalize( ) by code defined 
outside its class.

This means that you cannot know when or even if finalize( ) will be executed. For example, if 
your program ends before garbage collection occurs, finalize( ) will not execute.

Inheritance

Inheritance in java is a mechanism in which one object acquires all the properties and 
behaviors of parent object.

The idea behind inheritance in java is that you can create new classes that are built upon existing 
classes. When you inherit from an existing class, you can reuse methods and fields of parent 
class, and you can add new methods and fields also.

Inheritance represents the IS-A relationship, also known as parent-child relationship.



Why use inheritance in java

• For Method Overriding (so runtime polymorphism can be achieved).

• For Code Reusability.

Syntax of Java Inheritance

1. class Subclass-name extends Superclass-name  

2. {  

3.    //methods and fields  

4. }  

The extends keyword indicates that you are making a new class that derives from an existing 
class.

In the terminology of Java, a class that is inherited is called a super class. The new class is called 
a subclass.



UNIT V 

EXCEPTION HANDLING

Java - Packages and Interfaces
Packages

Definition:  A package is a grouping of related types providing access protection and name space

management. Note that  types refers to classes, interfaces, enumerations, and annotation types.

Enumerations and annotation types are special kinds of classes and interfaces, respectively, so

types are often referred to in this lesson simply as classes and interfaces.

 Creating a Package: 

To create a package, you choose a name for the package and put a package statement with that

name at the top of every source file that contains the types (classes, interfaces, enumerations, and

annotation types) that you want to include in the package. 

The package statement (for example, package graphics;) must be the first line in the source file.

There can be only one package statement in each source file, and it applies to all types in the file.

Note: If you put multiple types in a single source file, only one can be public, and it must have

the same name as the source file. For example, you can define  public class Circle  in the file

Circle.java, define public interface Draggable in the file Draggable.java, define public enum Day

in the file Day.java, and so forth. 

You can include non-public types in the same file as a public type (this is strongly discouraged,

unless the non-public types are small and closely related to the public type), but only the public

type will be accessible from outside of the package. All the top-level, non-public types will be

package private. 

 If you do not use a  package statement, your type ends up in an unnamed package. Generally

speaking, an unnamed package is only for small or temporary applications or when you are just

beginning the development process. Otherwise, classes and interfaces belong in named packages.

Interfaces

Interfaces are similar to abstract classes but all methods are abstract and all properties are static

final. Interfaces can be inherited (ie. you can have a sub-interface). As with classes the extends



keyword is  used  for  inheritence.  Java  does  not  allow  multiple  inheritance for  classes  (ie.  a

subclass being the extension of more than one superclass). An interface is used to tie elements of

several classes together. Interfaces are also used to separate design from coding as class method

headers are specified but not their bodies. This allows compilation and parameter consistency

testing prior to the coding phase. Interfaces are also used to set up unit testing frameworks.

As  an example,  we will  build  a  Working interface  for  the  subclasses  of  Animal.  Since  this

interface has the method called  work(),  that  method must  be defined in  any class using the

Working interface.

public interface Working

{

  public void work();

}

When you create  a  class  that  uses  an  interface,  you reference  the  interface  with  the  phrase

implements  Interface_list.  Interface_list  is  one  or  more  interfaces  as  multiple  interfaces  are

allowed.  Any  class  that  implements  an  interface  must  include  code  for  all  methods  in  the

interface. This ensures commonality between interfaced objects.

An exception is a problem that arises during the execution of a program. An exception can occur 
for many different reasons, including the following:

• A user has entered invalid data.

• A file that needs to be opened cannot be found.

• A network connection has been lost in the middle of communications or the JVM has run 
out of memory.

Some of these exceptions are caused by user error, others by programmer error, and others by 
physical resources that have failed in some manner.

To understand how exception handling works in Java, you need to understand the three 
categories of exceptions:

• Checked exceptions: A checked exception is an exception that is typically a user error or
a problem that cannot be foreseen by the programmer. For example, if a file is to be 
opened, but the file cannot be found, an exception occurs. These exceptions cannot 
simply be ignored at the time of compilation.



• Runtime exceptions: A runtime exception is an exception that occurs that probably could
have been avoided by the programmer. As opposed to checked exceptions, runtime 
exceptions are ignored at the time of compilation.

• Errors: These are not exceptions at all, but problems that arise beyond the control of the 
user or the programmer. Errors are typically ignored in your code because you can rarely 
do anything about an error. For example, if a stack overflow occurs, an error will arise. 
They are also ignored at the time of compilation.

Exception Hierarchy:

All exception classes are subtypes of the java.lang.Exception class. The exception class is a 
subclass of the Throwable class. Other than the exception class there is another subclass called 
Error which is derived from the Throwable class.

Errors are not normally trapped form the Java programs. These conditions normally happen in 
case of severe failures, which are not handled by the java programs. Errors are generated to 
indicate errors generated by the runtime environment. Example : JVM is out of Memory. 
Normally programs cannot recover from errors.

The Exception class has two main subclasses: IOException class and RuntimeException Class.

Here is a list of most common checked and unchecked Java's Built-in Exceptions.

Exceptions Methods:

Following is the list of important medthods available in the Throwable class.

Methods with Description

1
public String getMessage()
Returns a detailed message about the exception that has occurred. This message is initialized in the 
Throwable constructor.

2 public Throwable getCause()
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Returns the cause of the exception as represented by a Throwable object.

3
public String toString()
Returns the name of the class concatenated with the result of getMessage()

4
public void printStackTrace()
Prints the result of toString() along with the stack trace to System.err, the error output stream.

5
public StackTraceElement [] getStackTrace()
Returns an array containing each element on the stack trace. The element at index 0 represents the top of
the call stack, and the last element in the array represents the method at the bottom of the call stack.

6
public Throwable fillInStackTrace()
Fills the stack trace of this Throwable object with the current stack trace, adding to any previous 
information in the stack trace.

Catching Exceptions:

A method catches an exception using a combination of the try and catch keywords. A try/catch 
block is placed around the code that might generate an exception. Code within a try/catch block 
is referred to as protected code, and the syntax for using try/catch looks like the following:

try
{
   //Protected code
}catch(ExceptionName e1)
{
   //Catch block
}

A catch statement involves declaring the type of exception you are trying to catch. If an 
exception occurs in protected code, the catch block (or blocks) that follows the try is checked. If 
the type of exception that occurred is listed in a catch block, the exception is passed to the catch 
block much as an argument is passed into a method parameter.

Example:

The following is an array is declared with 2 elements. Then the code tries to access the 3rd 
element of the array which throws an exception.

// File Name : ExcepTest.java
import java.io.*;
public class ExcepTest{

   public static void main(String args[]){
      try{
         int a[] = new int[2];
         System.out.println("Access element three :" + a[3]);
      }catch(ArrayIndexOutOfBoundsException e){
         System.out.println("Exception thrown  :" + e);



      }
      System.out.println("Out of the block");
   }
}

This would produce the following result:

Multiple catch Blocks:

A try block can be followed by multiple catch blocks. The syntax for multiple catch blocks looks 
like the following:

try
{
   //Protected code
}catch(ExceptionType1 e1)
{
   //Catch block
}catch(ExceptionType2 e2)
{
   //Catch block
}catch(ExceptionType3 e3)
{
   //Catch block
}

The previous statements demonstrate three catch blocks, but you can have any number of them 
after a single try. If an exception occurs in the protected code, the exception is thrown to the first 
catch block in the list. If the data type of the exception thrown matches ExceptionType1, it gets 
caught there. If not, the exception passes down to the second catch statement. This continues 
until the exception either is caught or falls through all catches, in which case the current method 
stops execution and the exception is thrown down to the previous method on the call stack.

Example:

Here is code segment showing how to use multiple try/catch statements.

try
{
   file = new FileInputStream(fileName);
   x = (byte) file.read();
}catch(IOException i)
{
   i.printStackTrace();
   return -1;
}catch(FileNotFoundException f) //Not valid!
{
   f.printStackTrace();
   return -1;
}



The throws/throw Keywords:

If a method does not handle a checked exception, the method must declare it using the throws 
keyword. The throws keyword appears at the end of a method's signature.

You can throw an exception, either a newly instantiated one or an exception that you just caught, 
by using the throw keyword. Try to understand the different in throws and throw keywords.

A method can declare that it throws more than one exception, in which case the exceptions are 
declared in a list separated by commas. For example, the following method declares that it 
throws a RemoteException and an InsufficientFundsException:

The finally Keyword

The finally keyword is used to create a block of code that follows a try block. A finally block of 
code always executes, whether or not an exception has occurred.

Using a finally block allows you to run any cleanup-type statements that you want to execute, no 
matter what happens in the protected code.

A finally block appears at the end of the catch blocks and has the following syntax:

try
{
   //Protected code
}catch(ExceptionType1 e1)
{
   //Catch block
}catch(ExceptionType2 e2)
{
   //Catch block
}catch(ExceptionType3 e3)
{
   //Catch block
}finally
{
   //The finally block always executes.
}

Note the following:

• A catch clause cannot exist without a try statement. 

• It is not compulsory to have finally clauses when ever a try/catch block is present. 

• The try block cannot be present without either catch clause or finally clause.

• Any code cannot be present in between the try, catch, finally blocks. 

MULTITHREADED  PROGRAMMING

Java is amultithreaded programming language which means we can develop multithreaded 
program using Java. A multithreaded program contains two or more parts that can run 
concurrently and each part can handle different task at the same time making optimal use of the 
available resources specially when your computer has multiple CPUs.



By definition multitasking is when multiple processes share common processing resources such 
as a CPU. Multithreading extends the idea of multitasking into applications where you can 
subdivide specific operations within a single application into individual threads. Each of the 
threads can run in parallel. The OS divides processing time not only among different 
applications, but also among each thread within an application.

Multithreading enables you to write in a way where multiple activities can proceed concurrently 
in the same program.

Life Cycle of a Thread:

A thread goes through various stages in its life cycle. For example, a thread is born, started, runs,
and then dies. Following diagram shows complete life cycle of a thread.

Above-mentioned stages are explained here:

• New: A new thread begins its life cycle in the new state. It remains in this state until the 
program starts the thread. It is also referred to as a born thread.

• Runnable: After a newly born thread is started, the thread becomes runnable. A thread in 
this state is considered to be executing its task.

• Waiting: Sometimes, a thread transitions to the waiting state while the thread waits for 
another thread to perform a task.A thread transitions back to the runnable state only when
another thread signals the waiting thread to continue executing.

• Timed waiting: A runnable thread can enter the timed waiting state for a specified 
interval of time. A thread in this state transitions back to the runnable state when that time
interval expires or when the event it is waiting for occurs.

• Terminated: A runnable thread enters the terminated state when it completes its task or 
otherwise terminates.



Thread Priorities:

Every Java thread has a priority that helps the operating system determine the order in which 
threads are scheduled.

Java thread priorities are in the range between MIN_PRIORITY (a constant of 1) and 
MAX_PRIORITY (a constant of 10). By default, every thread is given priority 
NORM_PRIORITY (a constant of 5).

Threads with higher priority are more important to a program and should be allocated processor 
time before lower-priority threads. However, thread priorities cannot guarantee the order in 
which threads execute and very much platform dependentant.

Create Thread by Implementing Runnable Interface:

If your class is intended to be executed as a thread then you can achieve this by implementing 
Runnable interface. You will need to follow three basic steps:

Step 1:

As a first step you need to implement a run() method provided by Runnable interface. This 
method provides entry point for the thread and you will put you complete business logic inside 
this method. Following is simple syntax of run() method:

public void run( )

Step 2:

At second step you will instantiate a Thread object using the following constructor:

Thread(Runnable threadObj, String threadName);

Where, threadObj is an instance of a class that implements the Runnable interface and 
threadName is the name given to the new thread.

Step 3

Once Thread object is created, you can start it by calling start( ) method, which executes a call 
to run( ) method. Following is simple syntax of start() method:

void start( );

Strings

Strings, which are widely used in Java programming, are a sequence of characters. In the Java 
programming language, strings are objects.

The Java platform provides the String class to create and manipulate strings.

Creating Strings:

The most direct way to create a string is to write:

String greeting = "Hello world!";

Whenever it encounters a string literal in your code, the compiler creates a String object with its 
value in this case, "Hello world!'.



As with any other object, you can create String objects by using the new keyword and a 
constructor. The String class has eleven constructors that allow you to provide the initial value of
the string using different sources, such as an array of characters.

public class StringDemo{

   public static void main(String args[]){
      char[] helloArray = { 'h', 'e', 'l', 'l', 'o', '.'};
      String helloString = new String(helloArray);  
      System.out.println( helloString );
   }
}

This would produce the following result:

hello.

Note: The String class is immutable, so that once it is created a String object cannot be changed. 
If there is a necessity to make a lot of modifications to Strings of characters, then you should use 
String Buffer & String Builder Classes.

String Length:

Methods used to obtain information about an object are known as accessor methods. One 
accessor method that you can use with strings is the length() method, which returns the number 
of characters contained in the string object.

Concatenating Strings:

The String class includes a method for concatenating two strings:

string1.concat(string2);

This returns a new string that is string1 with string2 added to it at the end. You can also use the 
concat() method with string literals, as in:

"My name is ".concat("Zara");

Strings are more commonly concatenated with the + operator, as in:

"Hello," + " world" + "!"

which results in:

"Hello, world!"

Let us look at the following example:

public class StringDemo {

   public static void main(String args[]) {
      String string1 = "saw I was ";
      System.out.println("Dot " + string1 + "Tod");
   }
}

This would produce the following result:
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Dot saw I was Tod

Creating Format Strings:

You have printf() and format() methods to print output with formatted numbers. The String class 
has an equivalent class method, format(), that returns a String object rather than a PrintStream 
object.

Using String's static format() method allows you to create a formatted string that you can reuse, 
as opposed to a one-time print statement. For example, instead of:

System.out.printf("The value of the float variable is " +
                  "%f, while the value of the integer " +
                  "variable is %d, and the string " +
                  "is %s", floatVar, intVar, stringVar);

you can write:

String fs;
fs = String.format("The value of the float variable is " +
                   "%f, while the value of the integer " +
                   "variable is %d, and the string " +
                   "is %s", floatVar, intVar, stringVar);
System.out.println(fs);

INPUT AND OUTPUT

Java I/O (Input and Output) is used to process the input and produce the output based on the 
input.

Java uses the concept of stream to make I/O operation fast. The java.io package contains all the 
classes required for input and output operations.

We can perform file handling in java by java IO API.

Stream

A stream is a sequence of data.In Java a stream is composed of bytes. It's called a stream because
it's like a stream of water that continues to flow.

In java, 3 streams are created for us automatically. All these streams are attached with console.

1) System.out: standard output stream

2) System.in: standard input stream

3) System.err: standard error stream

Let's see the code to print output and error message to the console.

1. System.out.println("simple message");  

2. System.err.println("error message");  

Let's see the code to get input from console.

1. int i=System.in.read();//returns ASCII code of 1st character  

2. System.out.println((char)i);//will print the character  



• How to write a common data to multiple files using single stream only ?

• How can we access multiple files by single stream ?

• How can we improve the performance of Input and Output operation ?

• How many ways can we read data from the keyboard?

• What is console class ?

• How to compress and uncompress the data of a file?

OutputStream

Java application uses an output stream to write data to a destination, it may be a file,an 
array,peripheral device or socket.

InputStream

Java application uses an input stream to read data from a source, it may be a file,an 
array,peripheral device or socket.

OutputStream class

OutputStream class is an abstract class.It is the superclass of all classes representing an output 
stream of bytes. An output stream accepts output bytes and sends them to some sink. 

Commonly used methods of OutputStream class

Method Description

1) public void write(int)throws 
IOException:

is used to write a byte to the current output 
stream.

2) public void write(byte[])throws 
IOException:

is used to write an array of byte to the current 
output stream.

3) public void flush()throws IOException: flushes the current output stream.

4) public void close()throws IOException: is used to close the current output stream.

InputStream class

InputStream class is an abstract class.It is the superclass of all classes representing an input 
stream of bytes.

Commonly used methods of InputStream class

Method Description

1) public abstract int read()throws 
IOException:

reads the next byte of data from the input stream.It returns
-1 at the end of file.

2) public int available()throws returns an estimate of the number of bytes that can be read



IOException: from the current input stream.

3) public void close()throws 
IOException:

is used to close the current input stream.
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